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Learning objectives

By the end of this week, you will be able to

® Learn concepts of classification in supervised learning

® Understand different type algorithms for data classification

® Distinguish feathers of different classifier evaluation methods

® Apply and evaluate classifiers problem — in practical session
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® Part 1: Introduction
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® Part 2: Classifiers ( rurc»ﬂq'g )HER M. B

® K-Nearest Neighbour
® Naive Bayse Classifier
® Decision Tree and Random Forest

® Support Vector Machines

® Part 3: Model Evaluation

® Accuracy

® Confusion Metrix

* ROC/AUC/Model Comparison https://Www.microsoft.com/en-

us/research/publication/pattern-recognition-
machine-learning/

® Part 4: Practical Exercise
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Machine Learning
\\\
\\\
Other forms
_ | of Learning
Supervised Unsupervised semi- supervised
self-supervised
reinforcement
(this lecture) (re-visit previous lectures) (some methods are out of
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221 17| Regression and Classification
Class/Traget attribute
Inputs Attributes Targit\/é)rl_%sstgc')sutput RegreSSion
’ ltepending (Dependent) Continuous
Al A2 _ (Numerical)
Ex. 0 A, A2, A3, labeled data
Ex. 1 A1, A2, A3,
EXZ At, AZ, A3, Target (Class)
* ik A2 s Attributes (A3) L
Records Ex.4 Al A2, A3, C|aSSIflca'[I0n
Ex.5 Al A2, A3, .
Ex. 6 i - . Discrete |
Ex.7 a1, p2, A3, (Categorical)
Ez Al A2, A3 labeled data
X. Alg A2, A3q
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Continuous

labeled data

Tasks: Regression and Classification

Inputs (X)

Target (Y)

Area (m2) Distance(mile) Price (£Bn)

Ex.
EX.
Ex.
Ex.
EX.
Ex.
Ex.
EX.
Ex.
Ex.

© 00 N O 0o A~ W N -, O

76.85
76.97
7710
85.28
85.42
88.02
77.25
77.49
85.81
98.81

17.27
19.54
18.51
46.09
35.83
2.59
6.34
6.98
12.18
2.18

0.15
0.5
0.76
0.23
0.6
0.67
0.89
0.2
0.55
9.45

Discrete
labeled data
Inputs (X) Class (Y)
S Length (cm) Weight (kg) Sales

Ex. 0 232 3.2 Good -
Ex. 1 70.9 19.5 Bad -
Ex. 2 60.5 18.51 Bad -
Ex. 3 24.5 4.6 Good -
Ex. 4 110.0 35.83 Bad -
Ex. 5 238 3.7 Good -
Ex. 6 25.8 4.5 Good -
Ex. 7 24.7 4.9 Good -
Ex. 8 85.8 25.6 Bad -
Ex. 9 78.8 20.33 Bad -

Dr Varun Ojha, Newcastle University,
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2| Regression

y = f(x) =wix +wy

(from previous lecturers)

Revenue (x)
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v" Best Fit

v" Find the line
(parameters of a line
equation) that
minimize the norm of
the y errors

v (sum of the squares)

Error
e, = Vi -Yi

8
e = z()/’\i —}’i)z
i=1



2| Classification

Attribute (x,)

y = f(x) =wix +wy

Attribute (x,)
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v" Best Fit

v" Find the line
(parameters of a line
equation) that
minimize the error
(misclassification) rate
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Part 2/a AM
Type of Classifiers

® Instance Based Classifier
® Tree Based Classifier
® Naive Bays Classifier

® Support Vector Machine
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2 | Instance based classifier

Simplest form of learning: rote/memory learning
v" Training instances are searched for instance that most closely resembles new instance
v The instances themselves represent the knowledge
v" Also called instance-based learning

v Memorizes entire training data and performs classification only if attributes of record match one of
the training examples exactly

Similarity function (distance) defines what's “learned”
Instance-based learning is lazy learning

Nearest Neighbor:
Uses “closest” points (nearest neighbors) for performing classification
nearest-neighbor (1-NN)
k-nearest-neighbor (k-NN)

D¥ Vaniin D) Newceastle dniversity- UK 11



K-Nearest Neighbor

Instance-based algorithm (Lazy Lerner)

Discrete labeled data

Inputs Target
Length (cm) Weight (g) Fruit

Ex. 1 5 300 Orange
Ex. 2 3 500 Apple
Ex. 3 4 600 Apple
Ex. 4 10 400 Mango
Ex. 5 12 200 Mango
Ex. 6 2 300 Orange
Ex. 7 150 Orange
Ex. 8 550 Apple
Ex. 9 500 Apple
Ex. 10 10 200 Mango

Weight (g)

800

700

600

500

400

300

200

100

Ex. 3
o Ex. 8
Ex. 9 ®
o
Ex. 2
Ex. 4
o
® Ex. 1.
Ex. 6 Ex. 5
Ex. 10. ®
Ex. 7@
3 5 7 9 11 13

Length (cm)

Dr Varun Ojha, Newcastle University, UK
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K-Nearest Neighbor

. . 800
Question: What is the
label of a new instance? o
600
N 500
=
Unseen instance: ‘S 400
=
300
Inputs Target
# Length : : 200
(cm) Weight (g) Fruit
Ex. 11 7 450 ? 100

Dr Varun Ojha, Newcastle University, UK
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K-Nearest Neighbor

Answer: Find the K-Nearest Neighbors

How we do that?
800 ,
Euclidean distance:

700
1y 600 PS

500 o o

Y1

N <
X
T X
~
Weight (g)

N

3

®
o

X 300 | @ o

200 o o

100

dz — a2 + b2 1 3 5 7 9 11 13
Length (cm)

d(p1,p2) = \/(xz —x1)% + (y2 — y1)?

Dr Varun Ojha, Newcastle University, UK
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K-Nearest Neighbor

Which neighbor is the nearest?

Euclidean distance of all examples:

EX. 1 ° ® 150.02 800 4
EX. 2 () ® 50.16 700
24 % - @ 150.03 600 EX..B Ex. 8
EX. 4 ° ® 50.09 S - ®

<~ 500 o O
EX.5 ° ® 250.05 = Ex. 2

(@)] ® Ex. 4
EX. 6 o ® 150.08 ‘D 400 ®

=
EX.7 ) ® 300.03

300 @ Ex 1.

EX. 8 () ® 100.00 EX. 6 Ex. 5
EX. 9 ° ® 50.04 200 70 Ex. 109 @
EX. 10 ) ® 250.02 100 >

1 3 5 7 9 11 13 15

Length (cm)

Dr Varun Ojha, Newcastle University, UK 15



K-Nearest Neighbor

Shortest distance first?

EX.
EX.
EX.
EX.
EX.

EX.
EX.
EX.
EX.
EX.

w o N b~ ©

=

10

50.04
50.09
50.16
100.00
150.03

150.02
150.08

250.02
250.05
300.03

800 ,
700
Ex. 3
600 L ] Ex. 8
—~ ®
@) Ex. 9
~— 500 o o
E Ex. 2 ® £l 4
(@)] X.
'%—_, 400 ®
300 [ Ex. 1.
Ex. 6 Ex. 5
200 Ex. 10' @
Ex. 7@
100 >
1 3 5 7 9 11 13

Dr Varun Ojha, Newcastle University, UK
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K-Nearest Neighbor

Let’s arbitrarily set K =3 800 4
Ex.9 @ ® 50.04 Neighbor 1 700
Ex.4 @ ® 50.09 Neighbor 2 600 o Ex 8

= Ex. 2 Ex. 9 o
Ex.2 @ ® 50.16 Neighbor 3 — 500 o, O

%D © Ex. 4

'S 400 ®
Majority of neighbors have label =
“Green- Apple” 300 | @ ®

: _ 200 [ [
Unseen Instance: ®
100 >
Inputs Target 1 3 5 7 9 11 13
Height (cm) Weight (g) Fruit

Ex. 11 7 450 A Length (cm)

Dr Varun Ojha, Newcastle University, UK
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Improving K-Nearest Neighbor

Optimizing:

K value

Distance metric

Taking weighted majority vote
Feature scaling

Weight (g)

Improving classification speed:
Partitioning data space (K-D Tree)
Reduce training data

Reducing feature dimension

Dr Varun Ojha, Newcastle University, UK
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Improving K-Nearest Neighbor

Normalization of Attributes (Scaling)
L

X
Inputs Attributes
(Independent)

#
- Scaling attributes between [a, b]
Ex. 0 A1, A2,
Ex. 1 A1, A2,
Ex. 2 A, A2, , (Aij _Ai(MIN)) (@ —b)
Ex. 3 A1, A2, A =) I
l A — A
Ex. 4 Al A2, i(MIN) i(MAX)
Ex.5 A1, A2
MIN Al A2N

I . A2y

Dr Varun Ojha, Newcastle University, UK 19



Part 2/b
Bayesian Classifier
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Probability

,.,,,,,44,4,

LAl gy )02
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21

Dr Varun Ojha, Newcastle University, UK



10:29
AM

Probabillity of choosing either O or 1

| 1 (favoured outcomes)
P (eitherOor 1) =

2 (all possible outcomes)

arun Ojha, Newcastle University, UK
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Probabillity of choosing even number

5
P (EVEN number between 1 and 10) = 70

arun Ojha, Newcastle University, UK
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Bayes Theorem “

e SR

P(E | H) P(H)
P(E)

P (H|E) =

e

I;
I
[
s
£
[

[

Thomas Bayes
(1701 - 1761)

Dr Varun Ojha, Newcastle University, UK 24



Bayes Theorem

likelihood prior

P(E|H) P(H)
P(E)

P (H |E) =

posterior .
normalising constant

Where H and E are events

P(H | E) Is a conditional probability, the likelihood of H given E s true.
P(E | H) Is a conditional probabillity, the likelihood of E given H s true.
P(H) and P(E) are probabilities of observing H and E

Dr Varun Ojha, Newcastle University, UK
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Training data

Filling:
« Size: (thick; thin)
« Shade (white; dark; grey)

Shape: (circle; square; triangle)

Crust:
« Size: (Large; small)
« Shade (white; dark; grey)

Example Source: Kubat, M., 2017. An introduction to machine learning (Vol. 2). Cham, Switzerland: Springer International Publishing.

Dr Varun Ojha, Newcastle University, UK 26
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Cakes (Some data)

S| &5
S S -

Example Source: Kubat, M., 2017. An introduction to machine learning (Vol. 2). Cham, Switzerland: Springer International Publishing.

Dr Varun Ojha, Newcastle University, UK 27
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Training data o

| LIKE these types of cake (positives) | DO NOT LIKE these types of cake (negatives)

Example Source: Kubat, M., 2017. An introduction to machine learning (Vol. 2). Cham, Switzerland: Springer International Publishing.

Dr Varun Ojha, Newcastle University, UK 28



Training data: Positive example

10:29
AM

. O -
| LIKE these types of cake (positives) = Crust Filling
_____________________________________________ =
|
: ® Shape Size Shade Size Shade Class
i LL
: Ex1l  Circle Large  Grey Thick Dark Pos
|
1
: Ex2  Circle Large  White Thick Dark Pos
|
1
i Ex3 Triangle Large Dark Thick Grey Pos
1
|
: Ex4  Circle Small  White Thin Dark Pos
1
|
: ExX5 Square Large Dark Thin White Pos
1
|
1
: Ex6  Circle Large  White Thin Dark Pos

Example Source: Kubat, M., 2017. An introduction to machine learning (Vol. 2). Cham, Switzerland: Springer International Publishing.

Dr Varun Ojha, Newcastle University, UK 29
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Training data: Negative example -

g data: Negat o]

| DO NOT LIKE these types of cake (negatives) & Crust Filling
ﬁJ% Shape Size  Shade Size Shade Class
Ex7  Circle Large Grey Thick White Neg
Ex8 Square Large White Thick Grey Neg
Ex9 Triangle Small Grey Thin Dark Neg
Ex10 Circle Large Dark Thick White Neg
Ex11 Square Large White Thick Dark Neg
Ex12 Triangle Large White Thick Grey Neg

Example Source: Kubat, M., 2017. An introduction to machine learning (Vol. 2). Cham, Switzerland: Springer International Publishing.

Dr Varun Ojha, Newcastle University, UK 30



Training data: All examples
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# Crust Filling
Shape Size Shade Size Shade Class

Ex1l  Circle Large Grey Thick Dark Pos
Ex2  Circle Large  White Thick Dark Pos
Ex3 Triangle Large Dark Thick Grey Pos
Ex4  Circle Small  White Thin Dark Pos
Ex5 Square Large Dark Thin White Pos
Ex6  Circle Large  White Thin Dark Pos
Ex7  Circle Large Grey Thick White Neg
Ex8 Square Large White Thick Grey Neg
Ex9 Triangle Small Grey Thin Dark Neg
Ex10 Circle Large Dark Thick White Neg
Ex11 Square Large White Thick Dark Neg
Ex12 Triangle Large White Thick Grey Neg

Instance space

|Shape| X |Crustsjze | X [Crustspape| X [Fillgize | X |Fillshage

3X2X3X2X3

108

Example Source: Kubat, M., 2017. An introduction to machine learning (Vol. 2). Cham, Switzerland: Springer International Publishing.

Dr Varun Ojha, Newcastle University, UK 31
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Probability picking a “pos” example (cake "
that | like) randomly?

eSS
Noos examnle 6
P(pOS) _ _Pos examples _ — 05

| LIKE these types of cake (positives | DO NOT LIKE these types of cake (negatives

32
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The Prior Probability o

probability of picking a "pos” example randomly?

ake (positives)

Dr Varun Ojha, Newcastle University, UK 33
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The Conditional Probability: o
The probability of picking a “pos” from all “thick
filling” example randomly?
S @S
Nios [ thick 3
P(pos | thick ) = 221K _ 2 — 0,375
Nthlck 3
.‘ E. &) =
= '@ ss= 34
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The Conditional Probability
The probability of picking a “thick filling” from all
“pos” example randomly’?

35



The Joint Probabillity

The probability of picking a “pos” and “thick filling”

example randomly?

8 12

Dr Varun Ojha, Newcastle University, UK
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The Joint Probability:
The probability of picking a “thick filling” and “pos”
example randomly?

P(thick, pos) = P(thick | pos). P(pos)

Dr Varun Ojha, Newcastle University, UK 37
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The Joint Probabillity

Two important things

P(pos,thick) < P(pos | thick)

Joint probability of two events will always be < their conditional probability
P(pos ,thick) = P(thick, pos)

Dr Varun Ojha, Newcastle University, UK 38
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The Posterior Probability

P( thick | pos)P(pos)
P( thick)

P(pos | thick) =

arun Ojha, Newcastle University, UK
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The Posterior Probability:

Bayes Theorem

P(Evidence|Hypothesis) P(Hypothesis)
P( thick | pos)P(pos)
P(pos | thick) = p. P
P (Hypothesis|Evidence) P( tthk )

P(Evidence)

Dr Varun Ojha, Newcastle University, UK 40



The Posterior Probability: reis = 25250

The posterior probability of a class given input data

P( data | class)P(class)
P( data)

P(class | data) =

Dr Varun Ojha, Newcastle University, UK 41
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The Posterior Probability:

The posterior probability of a class ¢; given an input vector x

P(X | CJ)P(C])
P(x)

P(CJ‘X)_

Where x = (xq,x3,..,X,) isadata and ¢; = f(x), class label, e.g., ¢c; = pos and ¢, = neg

In blue text the vector x and class cj is only given as an example, this could be any value from the table in slide 37

Dr Varun Ojha, Newcastle University, UK 42
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The Posterior Probability:

The posterior probability of a class ¢; given an input vector x

Where x = (x41,x,,...,x,) iISadata and c; = f(x), class label

Since P(x) being same for all classes in question, we will label data with class which
maximises the numerator P( x | ¢;)P(c;)

P(cj \X) = P(x | cj)P(cj)

Dr Varun Ojha, Newcastle University, UK 43
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The Prior Probability P(c;) is easy!

Nexamples of class labled c;
P(c;) =

Nall examples

Dr Varun Ojha, Newcastle University, UK 44
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The Prior Probability P( x| ¢;) is hard!

Nexamples represent vector x where class is ¢;
P( X | c]) —

Nall examples labled as class c;

Dr Varun Ojha, Newcastle University, UK 45
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The Prior Probability P( x| ¢;) is hard!

Instance space can be huge!
What If the vector x does not belong to the training set?

Nexamples represent vector x where class is ¢;
P( X | c]) —

Nall examples labled as class c;

X = | Triangle Small Grey Thin Grey |

This example does NOT belong to the training data

Dr Varun Ojha, Newcastle University, UK 46
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The Prior Probability P( x| ¢;) is hard!

Instance space can be huge!
What If the vector x does not belong to the training set?

P(cj1x) = P(x|¢) P(g) =0-P(g) =0

The formula will give 0  That’s bad for classifier!!

Dr Varun Ojha, Newcastle University, UK 47
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Hope! Try Iindividual attributes

Assumption! Mutually independent attributes:

Dr Varun Ojha, Newcastle University, UK 48
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The Posterior Probability:

The posterior probability of a class given input data vector

Since P(x ) being same for all classes in question, we will label data (x) with class (c; )
which maximises the numerator P( x| ¢;)P(c;).

P(C]‘X)ZP(C])I_[P(XL‘C]) é
i=1 ;

Dr Varun Ojha, Newcastle University, UK 49



Because we make a naive assumption

/ AM
Nalve Bayes Classifier (NBC):

Maximum a Posteriori (MAP)

CjE{l,Z,...,k}

y = argmax P(cj) : HP(xi ;)



Because we make a naive assumption 10:29

/ AM
Nalve Bayes Classifier (NBC):

Maximum a Posteriori (MAP) using log likelihood

y = argmax log P(cj) Elog (P(x; \cj))
cj€{1,2,...k} =

The log-likelihood in Naive Bayes (NBC) is beneficial because it converts the product of many small probabilities
into a sum, which is numerically more stable and computationally faster. It avoids numerical underflow, allows for easier
comparison between classes, and simplifies calculations by turning multiplication into addition.

Dr Varun Ojha, Newcastle University, UK 51



Because we make a naive assumption 10:29

S . o AM
Nalve Bayes Classifier: Balanced Dataset

Assuming a uniform prior P(cj) over the hypothesis space,
MAP reduces to Maximum Likelihood learning:

.
y = argmax HP( x; |c;)
5 cj€{12,...k} +_3 §

Dr Varun Ojha, Newcastle University, UK 52
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Maximum Likelihood learning

Assuming a uniform prior P(cj) over the hypothesis space,
MAP reduces to Maximum Likelihood learning:

.
y = argmax HP(xl- \cj)
| cjE{L2,...K} 1_7 i

Dr Varun Ojha, Newcastle University, UK 53
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Bayesian Classifier

Continuous domain

N N S N
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Does NBC also work for AM
continuous attributes?

If we try to find frequency of mutually independent
attribute x; which is a real number (e.g., weight of
a person 60.015 kg) and not discrete (e.qg., Adult,

Child), the Prior Probability P( x; | ¢;) is super hard
to find In a continuous domain.

Instance-space Is too vast!

Dr Varun Ojha, Newcastle University, UK 55



Binning of Continues Variables

p(x)

O 000 O
@ 00 |000|000 o0
000 090|000 |000|000|00FO
b, b, b, b, by be b,

Dr Varun Ojha, Newcastle University, UK
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Probability Density Function (pdf)

Gaussian function

0.4
0.3

p(x) 02

0.1

0.0

X (e.g., weight of person)

Dr Varun Ojha, Newcastle University, UK 57
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Probabllity Density Function (pdf)

Gaussian function

1 n
1 _ (x—w)? =y D x
— 207 e
p(X) \/2 TL'O'Z . € = (e.g., average weight)

1 n
2 _ . —q7) 2
M Z(x‘ W
=K

(e.g., variance of weight)

Dr Varun Ojha, Newcastle University, UK 58
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The Posterior Probability:

The posterior probability of a class given input (continuous) variable x

pcj (xl) P(Cj)
p(x;)

P(cj \xi) =

p( x) is a probability density function over variable x and ¢; = f(x) is a class label

Dr Varun Ojha, Newcastle University, UK 59
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Naive Bayes Classifier (Continuous Variable) "

Assuming a uniform prior P(cj) over the hypothesis space,
MAP reduces to Maximum Likelihood learning:

n
y = argmax l_[ch(xi |¢;)
i CjE{l,Z,...,k} =1 i

Dr Varun Ojha, Newcastle University, UK 60



Combining Gaussian function (pdfs)

If we denote by x; (as being mean p;,) the value of x in the k-th
example, then the pdf is approximated by the following sum of m
functions:

1 (X —xp)?

pCj (xl) — € 207

2
mv2 mwo —

x; 1S the test input, m being total number of examples in a training
set labelled as ¢;

Dr Varun Ojha, Newcastle University, UK
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Example Table

10:29
AM

Attributes

Set Examples A B C Class

Ex1 3.2 2.1 2.1 Pos

Ex2 5.2 6.1 7.5 Pos

Ex3 8.5 1.3 0.5 Pos
Training

Ex4 2.3 5.4 2.45 Neg

Ex5 6.2 3.1 4.4 Neg

EXx6 1.3 6.0 3.35 Neg
Bl - © 5 o5 o)

Dr Varun Ojha, Newcastle University, UK
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Try yourself

For the given training example (Table in Slide #62), computer the following, we use ¢ = 1:

i : 5 (Aex,—Aexs)”
If ppos(Aex7) = ﬁ [e— 0.5 (Aex7_Aex1) + e~ 0.5 (Aex7—Aex2) + e~ 0. ( exs ex3) ]

compute ppos(x7) — ppos(Aex7) : ppos(Bex7) ' pDOS(C€X7)

If Pneg(Aex,) = 3\/_[ ~ 0.5 (Aexy—Aexy)” 4 o= 05 (Aex;~Aexs)’ 4 o= 0.5 (Aex,~Aexg)’]

ComPUte pneg(x7) — pneg(Aex7) . pneg(Bex7) . pneg(cex7)
determine the output class by computing y = argmax(ppos(X7), Pneg(X7))

Dr Varun Ojha, Newcastle University, UK 63



Part 2/c
Tree-Based Classifier

PROBLEMS IN THE ANALYSIS OF SURVEY DATA,
AND A PROPOSAL

JAMES N. MoRGAN AND JOEN A. SoNqQuUIST*
University of Michigan

Most of the problems of analyzing survey data have been reasonably
well handled, except those revolving around the existence of interaction
effects. Indeed, increased efficiency in handling multivariate analyses
even with non-numerical variables, has been achieved largely by
assuming additivity. An approach to survey data is proposed which
imposes no restrictions on interaction effects, focuses on importance
in reducing predictive error, operates sequentially, and is independent
of the extent of linearity in the classifications or the order in which
the explanatory factors are introduced.

A. NATURE OF THE DATA AND THE WORLD FROM WHICH THEY COME

Dr Varun Ojha, Newcastle University, UK 64



Decision Tree

# Crust Filling
Shape Size Size Class

Ex1 Circle Large  Thin Pos
Ex2 Circle Small Thin Pos
Ex3 Square Large  Thin Neg
Ex4 triangle Large  Thin Neg
Ex5 Square Large  Thick Pos
Ex6 Square Small Thin Neg
Ex7 Square Small Thick Pos
Ex8 Circle Large  Thick Pos

10:29
AM

Crust Size

Large Small

Filling Size } Crust Shape }

Thlm ClrcleAASquare

[Crustshape pos [ Filling Size }

Clrcy\'l'rlangle Thﬁhlck
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Decision Tree
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# Crust Filling For training data T
Shape Size Size Class
Ex1 Circle Large  Thin Pos
Ex2 Circle Small  Thin Pos growTree(T):
Ex3 Square Large  Thin Neg
Ex4 triangle Large  Thin Neg
s L 1. Find an attribute a € 4, (e.g. A = {Shape, Size, Filing size})
Ex6 Square Small Thin Neg
Ex7  Square  Small  Thick  Pos that maximize the information about the class labels
Ex8 Circle Large  Thick Pos o ) . i
2. Divide T into subsets T;, each characterised by different
[ Crust Shape ] values of v € values(a)
Circle Triangle .
| square 3. Foreach T;:

POS [ Filling Size } neg iIf all example in T; belongs to same class then create leaf

Thick

pos

Thin

neg

labelled with that class, else recursively growTree(T;)
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Which tree Is better?

Depending on which attribute and their values you chose at the start there can be different trees

Crust Size
Large & [ Crust Shape ]
Circl Triangl
Filling Size } Crust Shape } reie | square riangle

Thlm Clrcle/\Square pos [ NG S ] neg

[Crustshape pos [ Filling Size } Thick o

pos neg
Circle Triangle  Thin Thick
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Entropy A

Thermodynamics: degree of disorder or randomness in the system

Information Theory: a measure of the uncertainty or average information content of a random variable

BIRERNEY castle University, UK <3 68
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Shannons Entropy AM

Entropy (H)

Information Theory: a measure of the uncertainty or average information content of a random variable

H(T) = = ) p(c)log, p(c)

ceC

Where T is dataset (training set) and C is a set of classes e.g., C = {pos,neg} and p(c) probability
of aclass cin T . Entropy H(T) is also the measure of impurity of training set T.
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Entropy (H)

Information Theory: a measure of the uncertainty or average information content of a random variable

Entepy (H)

p=0, H=0
Pure Node: A'( Class 0
Minimum Eglorpty

Maximum Entropy

p=1,H=0 (@
Pure . lode; All Class 1

—

p0.5, H=1
Maximally Impure Node:

0.0

Minimum Entropy

50/50 Mix ' ‘1 e

Maximum Entorpty

Proportion of Class 1 (p) Minimum Entropy

Dr Varun Ojha, Newcastle University, UK
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H(T) = 0 (Minimum Entropy Pure
Node): When the proportion of
Class is 0 or 1, the node is pure
(all samples belong to one class).
There is no uncertainty about the
class of a randomly chosen
sample.

H(T) =1 (Maximum
Impurity/Uncertainty/Degree of
surprise): When the proportion of
Class 1 is 0.5 (an equal split of
classes), the node is maximally
impure. There's maximum
uncertainty about the class of a
randomly chosen sample.
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Information gain due to split
Which split is better?

Split 1 Split 2

a; €EA a, € A
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Information Gain (I)

Information gain refers to the measure of entropy after a decision tree node split due to an attribute a €
A of training data T. It indicate reduction in entropy on sorting T after splitona € A

I(T,a) =H(T)—H(T|a)

Hr) = Y HD

lEvalues (a)

Where T; is the number remaining examples in training set after the split and |T| total number of
examples in dataset T
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Information Maximization Algorithm

« Calculate the entropy of training data T

HT) == > p(e)log, p(e)

cecC

* For each attribute a € A of training data T, divide T into subset T; and calculate the following:

« Calculate entropy of each subset T;: H(T;)

* Calculate average entropy at attribute a: H(T|a) = Y;cpqmues () % H(T;)

« Calculate information gain I (T,a) = H(T) — H(T|a)

* Chose the attribute with highest information gain for the node split and recurse growTree(T;)
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Try yourself /[l]\ AM

Circle Square Triangle

 Calculate entropy H (T) of the training set
 Answer: 0.954

 Calculate entropy H(T; |a) of the subset T; for crust shape, crust
size and filling size

« Answer: 0.5, 0.951, 0.607

 Calculate the information gain for each attribute crust shape,
crust size and filling size

 Answer: 0.454, 0.003, 0.347
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Ensemble learners: Several week classifiers
are better than one strong classifier

Bagging (bootstrap aggregation)

» Create n equal number of training subset from original
training set T using sampling with replacement (by
bootstrapping)

* For each subset create a decision tree or any other
classifier, therefore we get n decision trees from n

subset

« A master classifier then use voting (e.g., majority
voting or similar method) to decide classification

results (by aggregation)

Image inspired from: https://insidelearningmachines.c@nfaplermghétineboatsteaphmetisig;ibHdython/ 75



;“ Machine Learning, 45, 5-32, 2001
‘\ © 2001 Kluwer Academic Publishers. Manufactured in The Netherlands.

Random Forests

LEO BREIMAN
Statistics Department, University of California, Berkeley, CA 94720

Editor: Robert E. Schapire

Abstract. Random forests are a combination of tree predictors such that each tree depends on the values of a
random vector sampled independently and with the same distribution for all trees in the forest. The generalization
error for forests converges a.s. to a limit as the number of trees in the forest becomes large. The generalization
error of a forest of tree classifiers depends on the strength of the individual trees in the forest and the corre-
lation between them. Using a random selection of features to split each node yields error rates that compare
favorably to Adaboost (Y. Freund & R. Schapire, Machine Learning: Proceedings of the Thirteenth Interna-
tional conference, * x x, 148—156), but are more robust with respect to noise. Internal estimates monitor error,
strength, and correlation and these are used to show the response to increasing the number of features used in
the splitting. Internal estimates are also used to measure variable importance. These ideas are also applicable to
regression.



Random forest 1029

Feature randomness, also known as feature bagging generates a random subset of features, which ensures low correlation among decision trees.
This is a key difference between decision trees and random forests. While decision trees consider all the possible feature splits, random forests only

select a subset of those features

Labelled
training set

subsample subsample
2 3

Bootstrap sampling with
feature randomness
(feature subset selection)

subsample ~ subsample
1 i

9o © o 00

Decision Tree-1 Decision Tree 2 Decision Tree 3 Decision Trea »

Decision trees
construction on randomly
selected feature subset

Ensemble: Aggregation of
results using majority

VOting Class A ClassB Class A
| | |

¥
Majority voting

v
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Machine Learning, 20, 273-297 (1995)
© 1995 Kluwer Academic Publishers, Boston. Manufactured in The Netherlands.

Support-Vector Networks

CORINNA CORTES corinna@neural.att.com
VLADIMIR VAPNIK vlad@neural att.com
AT&T Bell Labs., Holmdel, NJ 07733, USA

Editor: Lorenza Saitta

Abstract. The support-vector network is a new learning machine for two-group classification problems. The
machine conceptually implements the following idea: input vectors are non-linearly mapped to a very high-
dimension feature space. In this feature space a linear decision surface is constructed. Special properties of the
decision surface ensures high generalization ability of the learning machine. The idea behind the support-vector
network was previously implemented for the restricted case where the training data can be separated without
errors. We here extend this result to non-separable training data.

High generalization ability of support-vector networks utilizing polynomial input transformations is demon-
strated. We also compare the performance of the support-vector network to various classical learning algorithms
that all took part in a benchmark study of Optical Character Recognition.

Dr Varun Ojha, Newcastle University, UK
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Support Vector Machine (SVM)
Given a training sample, magn ositive (1)
the support vector / =
machine (SVM) constructs = =&
a hyperplane as the support - P
decision surface in such a vectch' =
way that the margin of — )
separation between - = =)
positive and negative - 9
examples is maximized. negative (-1) hyperplane
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Support Vector Machine (SVM) AM

Let the training sample
{(Xi di)}liv—l margin positive (d; = +1)

X; = {x1,x,} is the input 2 =

d; Is the corresponding target / @ @

output/class). @ support
vector

support '
Assumption in SVM. The positive VeCKLC
(d; = +1) and negative (d; = —1) — (7
classes are “linearly separable.” ( ij

negative (d; = —1) hyperplane
wix+bhb=0

The hyperplane that separated
these two classes is

wix+b=0

w IS weight associated with input
and b is bias.

Dr Varun Ojha, Newcastle University, UK 80
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Support Vector Machine (SVM) AM
The hyperplane that separated | e
these two classes is maE” positive {d; = +1)
w is weight associated with support = P
input and b is bias. vectch =
| -

wix+b =0 ford; = +1 fﬂ@ 9

negative (d; = —1) hyperplane

wix+b=0

wix+b<0 ford; =—1

Dr Varun Ojha, Newcastle University, UK 81
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Support Vector Machine (SVM) AM

@;O positive (d; = +1)

Let the hyperplane has w, has optimal
weight and optimal b, is bias to
separated these two classes with optimal
margin of separation p,,

wlx+b, =0

We can write this as discriminant
function

gx) = wlx+b,

negative (d; = —1) .
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Support Vector Machine (SVM) AM

Geometric interpretation of algebraic distances of points to the optimal hyperplane for a 2D case

X2
x (%)
bo % . :
¢ algebraic distance
W,
Optimal
hyperplane
0 X1

For support vector x(8) we write discriminant function as
g(x(s)) = WZ;X(S) + bO = il
for d®) = +1

The algebraic distance from support vector x() to optimal
hyperplane is

g(x®) = wIx® + b, = r|lw,|

(s)
- 9(x®)
[Woll

algebraic distance

and

= ' ford® =41 andr=—— for d® = —1

”Wo” ”Wo”

r
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Support Vector Machine (SVM) AM

X2
a

(s)

X

b() /I" . .
algebraic distance
W,

Optimal

hyperplane
0 X1

Dr Varun Ojha, Newcastle University, UK

Optimal value of the margin of separation
between two classes. Since

p = 2r (see diagram)

thus
2

 lwll

p

Thus, maximizing the margin of separation between
binary classes is equivalent to minimizing the
Euclidean norm of the weight vector w. That is, we
have optimization problem of the form

. . 1 2 . . e . 1 2
minimize = ||w,||* altheratively minimize = w?w
w,b 2 w,b 2
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Support Vector Machine (SVM) AM
Algorithm

Give a training set {(x;, d;)},, find the optimum %, bositive (d; = +1)

values of weight vector w and b such that they
satisfy the constraint

d;(wi'x; +b) >0 fori =1,2,..,N

and the weight vector w minimizes the following
cost function (i.e., Euclidean nor of weight)

d (w) = > wliw

negative (d; = —1) .

This cost function @ (w) is a convex function?! of
w and the constraints are linear in w.

. — 85
1See convex function: https://www.princeton.ed B/~ 84PN FESeRIN /O KERY K1 6/0RF523 S16 Lec7 gh.pdf



Support Vector Machine (SVM)

Solving cost function
(constrained optimization problem)

",
CI)(W)=EWW

We construct the Lagrangian function

T

W — a; [di(WTXi + b) — 1]

-

Il
=

J(w,b,a) =%w

l

where « is Lagrangian multiplier?.

26 Masdie )18/ Neyveastiesthivessity, ful

10:29
AM
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Support Vector Machine (SVM) AM

Dual Problem 4, sositve (&, = +1
For such as constrained optimization problem O
Jw,b,a) = % wiw — YN a;[d;(wTx; + b) — 1], it is possible to

solve another problem called dual problem Q(« ) that has same
optimal values as the first primal problem.

N N
a; a; a; d; di x7 x;
[ ] L] L)

i=1 j=1 negative (d; = —1) .

Q(a) =

L

N
=1
Subject to

) YN a;d;=0
2)0 <a;<C fori=1,2,..N

where C is a user defined parameter and optimal weight vector

for optimal «,, is
N

W, = z Ay idiX;

1=1 -
Solve Q(a) using Sequential minimaf optitnizatioh (SMS)
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Support Vector Machine (SVM) AM

Linearly Non-separable problems

3 positive (d; = +1)

,,)f,o positive (d; = +1)
,,u

negative (d; = —1) . negative (d; = —1)

88
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Support Vector Machine (SVM)
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Linearly Non-separable problems: The Kernel Trick

@1(x;)

Y

Input (data) space

r Varun Ojha, Newcastle Univ
Image source: Neural Networks and T.earni g 'Machines,

® ¢(X;)

(Pml (xf)

Feature (hidden)

space

LMo Haykin, 39 Ed

Bias
+1

This point
belongs to the
positive or
negative class

Output
space
89
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The Kernel Trick

RBF KERNEL

INPUT SPACE (2D) FEATURE SPACE (3D)

Dr Varun Ojha, Newcastle University, UK 90
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Support Vector Machine as Kernel Machine v

The hyperplane that separates
these two classes is defined
as

wid(x) =0

w IS weight associated with
projected input to high m
dimensional feature space
®(x) and x, = b IS bias.

N

W, = z ay i d; P(X;)

=1

Input (data) space Feature (hidden) Output
c

91
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' The hyperplane that separated these two AWM
Kernel MaCh I ne classeyspis ICc)lefined as &
A radial basis function kernel WT(I)(X) = (0

Replacing value w in above equation we get
optimal demsmj\p surface

Maximum Kernel z ao,idiq)T(Xi)q)(X)

Value
=1

k(x)
Or

N

z ay;d; k(X X;)

=1

Low Kernel Value
k(Xl, C

k(x,x;) = ®T(x;)®(x) is an inner-product
kernel or kernel

An example kernel could be could a radial
basis function:

1 2
k(x,%;) = exp (—55 |Ix—xl[")

92
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SVM (Kernel Machine) on some training data

Experiment on SVM for the double-moon data

Classification using SVM with distance = —6, radius = 10, and width = 6 Classification using SVM with distance = —6, radius = 10, and width = 6
-

i

(a) Training result (b) Testing result
Dr Varun Ojha, Newcastle University, UK 93
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Model Evaluation

Dr Varun Ojha, Newcastle University, UK 94



10:29 AM

- Model Evaluation

Metrics for Performance Evaluation
How to evaluate the performance of a model?

Methods for Performance Evaluation
How to obtain reliable estimates?

Methods for Model Comparison

How to compare the relative performance among competing
models?

Dr Varun Ojha, Newcastle University, UK 95



Evaluation of Classifiers

X Y
Inputs Attributes Target/Class
(Independent) Attributes
# Deiendent
Ex.0 A1, A2, A3,
Ex.1 A1, A2, A3, Store
Training Ex. 2 A1 AD A3
Records 2 2 “
(Set) Ex.3 A1 A2 A3
3 3 3
Ex. 4 A1, A2, A3,
Ex. 5 Al A2, A3,
Ex. 6
Test = Al A2, A3,
Records s A1, A2, A3,
(Set) e AL, 22, = Evaluate
Ex. 9 Alg A2, A3,

Dr Varun Ojha, Newcastle University, UK

Training
data is the
model

10:29 AM
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Evaluating a Classification Model

Classification models are evaluated depending on the
correct number of predictions

There are 2 basic categories of classification problems

* Binary classification problem
— A classification model with only 2 classes

* Multiclass classification problem
— A classification model with more than 2 classes

Dr Varun Ojha, Newcastle University, UK 97
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Misclassification rate, E

Average error of wrong classification, best performance is value 0% and worst performance is value is 100%

. 1(yl Vi)
=

y; - predicted output
y; - target output
n - number of examples in training/test set

Dr Varun Ojha, Newcastle University, UK 98
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Accuracy, A

Average correct classification, best performance is value 100% and worst performance is value is 0%

@ @

A:— —
. (Vi = yi)
1=1

- predicted output

y; - target output
n - number of examples in training/test set

Dr Varun Ojha, Newcastle University, UK 99
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A Binary Classification Problem

Positive

@

Dr Varun Ojha, Newcastle University, UK 100
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Prediction of a Classifier

Dr Varun Ojha, Newcastle University, UK 101
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True Positive (correct +), True Negatives (correct -),
False Positive (wrong +), False Negatives (wrong -),

Negative

A better way to display results of predictions is as a confusion matrix (A matrix of actual data vs

predicted data). Many more metrics can be generated according to values in the confusion matrix.
Dr Varun Ojha, Newcastle University, UK 102
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The Confusion Matrix

Predicted Predicted 'z‘*
Class 0 Class 1 <
True Positive (TP) False Negative (FN)
Actual Class 0O é
oy False Positive (FP) True Negative (TN)
Actual Class 1 ‘;

From the confusion matrix the total accuracy of the model can be generated:

TP + TN
TP + TN + FP + FN

Accuracy =

The accuracy states how many predictigns, were correct,,



10:29 AM

/| Accuracy: Limitation

Consider a 2-class problem
Number of Class 0 examples = 9990 Q
Number of Class 1 examples =10 @&

If model predicts everything to be class 0, é
Models Accuracy is 9990/10000 = 99.9 %

Hence, accuracy is misleading because, the model does not
detect any class 1 € example

Dr Varun Ojha, Newcastle University, UK 104
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Evaluation Metrics: Precision

True Positive
True Positive + False Postive

@ @

_ Total apples correctly predicted as apples
— Total number of positive prediction in the data

oeeee

Precision =

Dr Varun Ojha, Newcastle University, UK 105
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Evaluation Metrics: Recall

True Positive
True Positive + False Negative

@ @

Total apples correctly predicted as apples
~ Total number of positives (apples) in the data

Peeeeeee

Recall =

Dr Varun Ojha, Newcastle University, UK 106



Trade off between Precision and Recall

* When dealing with real world data you will never see 100% precision
and recall at the same time

 For example: if all the samples are predicted as a positive class
In a dataset you will get 100 % recall but a low precision
statistic

* Instead, the F1 score is used to generate a single metric that
balances the precision and recall:

Precision * Recall
Precision + Recall

F1 Score = 2 x



MODEL

Accuracy

Method for Performance Evaluation

S5

BD: _________

o [y} =] = | oo oo
- M = iy} = iy
T T T T T T

iyl
iy}
T

iy
=
T

e
m

—
=

10

10°
mample Size

1l
10

10

Learning curve shows how
accuracy changes with
varying sample size

Requires a sampling schedule
for creating learning curve:

Arithmetic sampling
(Langley, et al)

Geometric sampling
(Provost et al)

Effect of small sample size:
Bias in the estimate
Variance of estimate



MODEL

Method of Estimation

Holdout
— Oiriginal data is partitioned into two disjoint sets

Random subsampling
— Repeated holdout

— Still some issues
*Similar issues to holdout
*No control over the selected samples (samples may be chosen multiple times or never)

Cross validation
— Partition data into k disjoint subsets
— k-fold: train on k-1 partitions, test on the remaining one
— Leave-one-out: k=n
Bootstrap
— Sampling with replacement
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Total number of data records

| Holdout Method

Split dataset into two groups Training set -
Training set: used to train the classifier

Test set: used to estimate the error rate of the trained classifier

A

E Limitations
— Less data available for
training
— Bias on the training set
/TeSt set error — Training set and test set
' are not independent (e.qg.
Training set error there may be unbalanced

I ......
} : :’ . classes in both)

Stopping point

asesn
aaaaaa
LR R
an®
sen®
P
ann®
an®
an
an®
-
&
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i Cross Validation

Total number of data records

<
N}

1 2

k-fold cross validation 1

« Training set: at each fold
k-1 folds are used to train

a classifier 2
 Test set: at each fold 1 fold 3
Is used to estimate the
error rate
k

accumulated test
results over k
iterations

- error rate /
accuracy (1 - E)

Dr Varun Ojha, Newcastle University, UK 111



== Model Comparison

ROC (Receiver Operating Characteristic)

* Developed in 1950s for signal detection theory to analyze
noisy signals
— Characterize the trade-off between positive hits and false
alarms

« ROC curve plots True Positive (on the y-axis) against False
Positive (on the x-axis)

* Performance of each classifier represented as a point on the
ROC curve
— changing the threshold of algorithm, sample distribution
changes the location of the point
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-1 ROC (Receiver Operating Characteristic)

 1-dimensional data set containing 2 classes (positive and negative)

« any points located at x >t is classified as positive

0.016 : — 1
£ .
< N/
0014t i v 09t .
! L —=
Negative ; v Positive
oo12r Class ,'f L Class 0.8 .
00 ¢ ¥ |
; y 0.7 .
0.008 : 1
7
h f\ o 006 ]
0006 . 1, =
- | 5 o 05 1
0.004 / \ m
, Y \ 2
- -
ooo2f ; S ! 04 ]
> | 5
s
= L — 1 | 1 T i I 3' m
0 15 10 5 0 4 5 10 15 20 ““‘__‘D.
a®
--‘-‘-"“‘ 0.2 .
Y
At threshold t: N |
-““ .
TP=0.5, FN=0.5, FP=0.12, FN=0.88 0 — ' ' '

1 1 1 1
o 0.1 02 03 04 05 08 07 08 08 1
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MODEL

10:29 AM

ROC (Receiver Operating Characteristic)

 (TP,FP):
* (0,0): declare everything
to be negative class

_O (IO,l)I: idéal |

* (1,1): declare everything 08}
to be positive class 07}
* (0,1): ideal |

True Positive
=
(]

« Diagonal line:
— Random guessing
— Below diagonal line:

» prediction is opposite of the o2t
true class -~

1 1 1 1 1 1 1 1 1
0 0.1 0.2 0.3 0.4 0.5 0.& 0.7 0.8 0.9 1
False Positive
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ROC (Receiver Operating Characteristic)

MODEL

=l
-
E
E
E
e
1

T <« No model consistently outperform
09t M. - A
2 - the other
08t : s - _
7 - - M, is better for small FPR
07F r i
2 / % - - M, is better for large FPR
o 0B} : =
ﬁ M L~ g /
zosp V7 / ) - 1« Area Under the ROC curve
2 | ,
g 0.4 -/ 4 / // 1 Ideal - cu;oﬂ' for "
— i high performing mode
0.3 , S i Area=1 100 ‘Ii/ ;
. / . . N cuto; 1_‘__. ‘ o ‘
|:| 2 | )),."I //__ N Random gueSS. .E n — _“"‘Z No il\:i\c(l.ulz:.lgllmn
J - Area=05 eF i
01l 27 ] .5
/’/ é% 50k ] C
|:IIII III.I1 IIIIE IIIIS Elld IIIJE IIIJE IIIIF" III.IEE EI.IB 1 év
False Positve Hate B
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