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Learning objectives (Convolutional Nets)

By the end of this week, you will be able to:

» Learn the concepts of convolutional neural networks (CNNs or ConvNets)
 Design various convolutional architectures

« Understand computer vision tasks and models:

* Image classification
* Image segmentation
* object detection

* Image generation

* Apply and evaluate a ConvNet on image classification task.
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Content of this week (CNNS)

« Part 1: Introduction

« Part 2: Design of Convolutional Nets
* Image Data
« Components of ConvNets
* Regularisation in ConvNets / DNNs

» ConvNet Architectures

- Part 3: Convolutional Neural Nets Applications and Models
* Image Segmentation Models

* Object Detection Models

« Generative Models Concept

« Part 4: Practical Exercise (CNN) Goodfellow et al (2017) Deep Learning, MIT Press
https://www.deeplearningbook.org/
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Part 1
Introduction
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Deep Neural Networks

Error backpropagation can solve non-linearly separable patterns

XOR Problem
y L
2 - ) 2
0 0 0 B output,
)
0 1 1 §- Squared error,
1 0 1 = e=-( —y)?
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1 1 0 - ‘ g ‘

Weight, W, Weight, W,

Sec 8.1.1t0 8.1.3, Deep Learning by C Bishop
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Computer
Vision and
Pattern
Recognition

Dataset Is a set of
labelled images
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Computer
Vision

Dataset Iis a set of labelled
images.

Images can more complex
Images than just character
recognition and the task can
vary e.g.

classifying one image
against other or

recognising objects such
rock, water, statue, cloud,
sun etc.
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Data: 2D

Image can be gray scale

P11 = Piw .
] = : . : nght (H)

Pu1 = P Pw

For Hight = 256, Width = 256

P11 P1,256
I — . N .

P256,1 °°° D256 P256

Width (W)
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Data: 2D

Image can be gray scale

pij €{0,1,2., ..., 256} Hight (H)

For Hight = 256, Width = 256

P11 P1,256
I — . ‘. .
P256,1 °°° DP256,P256

Width (W)
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Data

Image can be color scale
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Data: 3D

Image can be color scale

P11 — Piw
I = : . : .
Pu1 - DPH Pw Hight (H)
P11 - Piw
Igcon = ’ : E :
PH1 = PH Pw
P11 - Piw
I = l ' . '
PH1 = PH DPw

Width (W)
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Channel /Depth (D) AM

Data

Image can be color scale

P11 — Piw
p ’ cee p ,p
e W Hight (1)
P11 - Piw
Igcon = ’ : :
PH1 = PH Pw
P11 - Piw
I = l ' ". :
PH1 = PH DPw

Width (W)
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Computer Vision data

\ Colour Channels

FAN

Height: 4 Units
(Pixels)

Width: 4 Units
(Pixels)
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Part 2

Design of
Convolutional Nets

80 30 100

F1c. 1.—CuART oF THE VISUAL FieELp oF THE RigHr EYE, SHOWING THE ISOPTERS FROM THE PERIPHERY
INwARDS TO THE CENTRE FOR 8%, 1500, 1600, 1430 Thass T050r T000: 050 J000r Too0: AND it
The numerator of each fraction represents the diameter of the test object in millimetres, the denominator the
distance from the patient. It will be seen that as the test object is reduced in size the field becomes smaller,
slowly at the periphery, but rapidly towards the centre. On the nasal side the larger test objects all give the
same extent of field, so that the nasal edge of the field is perpendicular, the temporal edge being steeply sloping.
[lhe, geometrical| centng of the field is about 20° to the outer side of the visual axis or physiological centre.
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Computer Vision using Deep Neural Networks

a pixel X1

A ffix\

256

pixels

pixels

v

256

A

Hidden
layer M

Hidden Hidden Hidden
layer 1 layer 2 layer M-1

Gary scale image of size

[256 x 256] pixels X65536
input layer
flatten image
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Computer Vision using Convolutional Neural Networks 1}\151

: 10 output units @B -
10 Qutput units fully connected
~ 300 links
I M
Zyuer:its layer H3 ooooooooQ
30 hidden units tully connected
~ 6000 links
layer H3
4 units [a‘yer H2
layer H2 12 x 16=192 ., , H2.12 .
4 units hidden units -~ 40,000 links
layer H1 i from 12 Kkernels
4 units 5x5x8
layer H1 il o
12 x 64 = 768 e -

hidden units
H1.1
~20,000 links

from 12 kernels
585

256 input units

Gary scale : :
= imag?a/ &7 e 256 input units
o

©  [16 x 16] pixels

1

16 pixels
Convolutional Neural Network (CNN)
CNN developed by Y LeCun, 1989
16

Deep Neural Network (DNN)
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Computer Vision using Convolutional Neural Networks

| f ]
Convolutional networks exploit spatially
local correlation by enforcing a sparse
local connectivity pattern between
neurons of adjacent layers: each

neuron is connected to only a small
region of the input volume.

It is Impractical to connect
neurons to all neurons in the
previous volume because such a
network architecture does not
take the spatial structure of the
data into account.

The extent of a neuron in convolutional
networks connectivity to a region of the
Input volume Is a hyperparameter
(depth, stride, and padding) called

the receptive field of the neuron.

Deep Neural Network (DNN) Convolutional Neural Network (CNN)
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Receptive Field AN

The receptive field (RF) of a neuron (biological neuron) refers to the attributes of a visual stimulus
that generates a response in that cell. Thompson et al (2017). Activity-dependent development of visual
receptive fields. Current Opinion Neurobiology

receptive field

Left visual Right visual
field field

/

Nasal retina = 4
<— Optical lens E

Temporal Eye
retina

Stimulus/image

Temporal
retina

dendrite

Optic nerve

Optic chiasma

Lateral
geniculate
nucleus (LGN)

Soma of neuron

Pretectal

nucleus axon

Primary
visual
cortex
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Receptive Field Analogy in Convolutional Nets »

Convolutional operation with depth, stride, and padding is an operation to
processes the visual stumuli. Each convolutional neuron processes data only

for its receptive field.

Stimulus/image

dendrite

axon

PR=R

Dr Varun Ojha, Newcastle University 19



Biological Inspiration of e s s
Convolutional Neural Network

- center-
surround
Complex Pooling s cells
Cells Layer /
. simple
Simple Convolutional cell
Cells Layer

response of a complex cell, constructed
from multiple simple cell inputs

e

Lindsay (2019) Journal of Cognitive Neuroscience

Hubel and Wiesel (1962) discovered that simple cells (left, blue) have
preferred locations in the image (dashed ovals) wherein they respond
most strongly to bars of particular orientation. Complex cells (green)
receive input from many simple cells and thus have more spatially
invariant responses. These operations are replicated in a CNN (right).

Dr Varun Ojha, Newcastle University 20
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CNN and an Animal response to an Image "

Activity

, Images

Use activity of
units at a layer to
predict neural
activity

Pool-2 Classifier

Fully-
connected-1

Conv-2

Dr Varun Ojha, Newcastle University

Modern CNNSs start by
convolving a set of filters with
an input image and rectifying
the outputs, leading to
“feature maps” akin to the
planes of S-cells in the
Noncognition. Max pooling is
then applied, creating
complex cell-like responses.
After several iterations of this
pattern, non-convolutional
fully connected layers are
added, and the last layer
contains as many units as
number of categories in the
task to output a category
label for the image

21



Biol. Cybernetics 36, 193-202 (1980) giotl)oe?'i‘lcealtlcs
Y |

(© by Springer-Verlag 1980

Neocognitron: A Self-organizing Neural Network Model
for a Mechanism of Pattern Recognition
Unaffected by Shift in Position

Kunihiko Fukushima
NHK Broadcasting Science Research Laboratories, Kinuta, Setagaya, Tokyo, Japan



Convolutional Layer: Neocognitron s

—b medifiable synapses

—> unmodifiable synapses
Us Input: two-
‘ dimensional
U = photoreceptors
’ array of cells, like
, retina
ol S-layer (U II):
NIt Simple cell Tayer
fe—— — visual area —_— ——————>}¢association area —— |
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Neural network of the Neocognitron
Kunihiko Fukushima (1980)
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Convolutional Nets Is Translation-equivariant 1/111@1

Convolutional Neural Network (advantages over deep neural nets)
Convolutional neural network are Spatial invariance
(although not perfectly spatially invariant as shown by Islam, Jia and Bruse 2020)

Spatial invariance is the property of a system to produce the same output even if the input is shifted, moved,
rotated, or translated.

translation-equivariant, meaning if an input shifts, the output will shift by the same amount. Convolutional and
pooling layers are translational equivariant

(a) translation (b) scale/aspect ratio (c) scale/rotation
Image source: https://arxiv.org/abs/1609.04382 Dr Varun Ojha, Newcastle University 24
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Convolutional Nets is Translation invariance "

CNNs can recognize a feature even if it appears in different locations in an image or images are rotated,

translated, shifted.
Large response Large response
Large in pooling unit in pooling unit
in detector

Large

response response

in detector

unit 1 unit 3

b ||& s L& ||
N1/ "1/

b s

Ch 9, Goodfellow et al (2017) Deep Learning
Dr Varun Ojha, Newcastle University 25



Sparsity v

AM
Only three outputs are affected by x Only three input are affected by x
S is formed by convolution with a S is formed by convolution with a
kernel of width 3 kernel of width 3
5 5
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All the output affect s, All the inputs affect s,
Ch 9, Goodfellow et al (2017) Deep Learning
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Parameter Sharing () and Tied weights (1) AM

Parameter sharing refers to using the same parameter for more than one function in a model.
In CNNSs, each filter (a small weight matrix) has a set of weights (parameters) associated with it, and
these weights are shared across all the neurons that use that filter

The black arrows indicate
o ° e e ° uses of the central element of
a 3-element kernel in a
convolutional model. Because
of parameter sharing, this
o ° o o o single parameter is used at all
input locations

The single black arrow
indicates the use of the

central element of the weight

matrix in a fully connected
model. This model has no
parameter sharing, so the

parameter is used only once

Edge Detection

Ch 9, Goodfellow et al (2017) Deep Learning
Dr Varun Ojha, Newcastle University 27



Computer
Vision and
Pattern
Recognition

Dataset Is a set of
labelled images
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Communicated by Dana Ballard — S—

Backpropagation Applied to Handwritten Zip Code
Recognition

Y. LeCun

B. Boser

J. S. Denker

D. Henderson

R. E. Howard

W. Hubbard

L. D. Jackel

AT& T Bell Laboratories Holmdel, NJ 07733 USA

The ability of learning networks to generalize can be greatly enhanced
by providing constraints from the task domain. This paper demon-
strates how such constraints can be integrated into a backpropagation
network through the architecture of the network. This approach has
been successfully applied to the recognition of handwritten zip code
digits provided by the U.S. Postal Service. A single network learns the
entire recognition operation, going from the normalized image of the
character to the final classification.

Neural Computation 1, 541-551 (1989) (© 1989 Massachusetts Institute of Technology

Backpropagation Apphed to Handwritten Zip Code Recognition 543

L0322 - YlAf ®os

N S R T 52

sF2Z )<FH(,
3S¥60" ,ﬁf%@@ﬂ

161 17154867363 UT226h1418¢
L3£972029939127225100%¢701
308441459101 06154061035&3 |
(OLY1110304752020079799¢66
891A05L108SSFIDINQAT955460
lol+2501871129930%777078
01097075%733197015517058
10758102aSS(¥2614358010163
178 7SN {(8SYLA559L035F609S
182551085030+ 75a0131%0

Figure 1 Examples of ongnal zip codes (top) and normalized digits from the
testing set (bottom).



PROC., OF THE IEEE, NOVEMBER 19938 1

11:31
Gradient-Based Learning Applied to D g v
radleilt-pbDase eammg |9J8J81S O oculneln
Recognition
Yann LeCun, Léon Bottou, Yoshua Bengio, and Patrick Hafiner
C3: f. maps 16@10x10
INPUT C1: feature maps S4: f. maps 16@5x5
Class scores 39%32 6@28x28 89 f _
| St mape CIaVer  Fe:ayer QUTPUT
TRAINABLE CLASSIFIER MODULE
1
Feature vector
}
FEATURE EXTRACTION MODULE
¥ |
Raw input | Full conrjlection ‘ Gaussian connections
Convolutions Subsampling Convolutions  Subsampling Full connection
Traditional pattern Architecture of LeNet
recognition. a Convolutional Neural Network
It requires manual feature CNN are End-to-End model eliminating need for
extraction steps manual feature extraction

Dr Varun Ojha, Newcastle University 30
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Convolutional Neural Network (ConvNet) "

A ConvNet arranges its neurons in
three dimensions (width, height,
depth).

Every layer of a ConvNet transforms
the 3D input volume to a 3D output
volume of neuron activations.

=) In this example, the red input layer
holds the image, so its width and
height would be the dimensions of the
Image, and the depth would be 3 (Red,
Green, Blue channels)

Ch 9 Goodfellow, Deep Learning, MIT Press
A very good source: http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University 31
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ConvNet/ CNN

Architecture: A Simple ConvNet / CNN
[INPUT - CONV - RELU - POOL - FC]

j o}

Convolution - RELU - POOLING - Fully Connected - Output]

Dr Varun Ojha, Newcastle University 32



ConvNet/ CNN

Architecture: A Simple ConvNet / CNN
[INPUT - CONV - RELU - POOL - FC]

INPUT [64x64x3] holds the raw pixel values of the image.
Image width 64, height 64, and with three colour channels R,G,B.

3 Channels
/ Red, Green, Blue

height 64

width 64

A very good source: http://csZSln.github.io/convolutional—networ[gés

(/arun Ojha, Newcastle University 33



ConvNet/ CNN

Architecture: A Simple ConvNet /CNN
[INPUT - CONV - RELU - POOL - FC]

CONV layer computes the output of neurons that are connected
to local regions in the input, each computing a Hadamard product

between their weights and a small region they are connected to
In the input volume.

E.g. The Convolution of INPUT [64x64x3] may result in volume
[32x32x12] if we decided to use 12 filters

A very good source: http://cs231n.github.io/convolutional-networks/
Dr Varun Ojha, Newcastle University 34
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ConvNet (read) A
Convolution Layer

« CONV layer’s parameters consist of a set of learnable filters.

* Every filter is small spatially (along width and height) but
extends through the full depth of the input volume.

A typical filter on a first layer of a ConvNet might have size
5x5x3 (I.e. 5 pixels width and height, and 3 because images
have depth 3, the colour channels)

A very good source: http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University 36
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ConvNet (read) A
Convolution Layer

* Forward pass: we slide (convolve) each filter across the width
and height of the input volume and compute dot products
between the entries of the filter and the input at any position.

 When we slide the filter over the width and height of the input
volume, we will produce a 2-dimensional activation map that
gives the responses of that filter at every spatial position

* We can have a set of filters (e.g., 12)

A very good source: http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University 37
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ConvNet A
Convolution Layer

p

/////

mm
32x32x3 32x32x3 32x32x3 32x32x3
filter 1 filter 2 filter 3 filter 12
64 x 64 x 3 » 32x32x12

Dr Varun Ojha, Newcastle University 38
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Df Varun Ojha, Newcastle

ConvNet
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Convolution Layer

Kernel k&l G

Slide kernel over input channel

University

to get intermediate result
Click to learn more

\

D D
( Each input chanel

gets a different kernel
Hover over to see value!

Add up all intermediate
results and then add bias

=

39
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Simple Convolution Example Weighted  oupu voume o

icrI]pUt ; =(4-2+2°0)/2+1=2
Input Volume and Convolution . Hadamar H,=(H, —F+2P)/S+1=2
Image Width W, = 4 recithl)(tjlve product Dz =K=1
o e = € convolutional
Filter spatial dir;ension F=2 filter Wy 1*1 2*%0
Nu_mber of FiltersK =1 1 2 image x XrW _1 -0 5
gg:jdd?nsé - 2 ) " [ Convoluted
110 3*0 | 4*1 X W :
3 4 | — ; RN image
I il B - - 2xXxw +b
height 4 [ 3[4 5 1| XgWw | 2*1 | 1*1
* I — [imagex; | 1|1 | =2|=1] 3 18
= : 1 1% * Zx w
1 2 0| o0 ];é) 2_(5) g
width 4 _ _
0| 1
XpW
2*0 | 5*1
= i S e
image x, \
4 3 4*1 | 3*0
=4 =0

Note that each 2D map performs element-wise multiplication instead a dot product as may be advised in most text. However, if you flatten
the tensors (i.e., make them vectors), you can do a dot product. Ngte afiopndy Lélieabut Wamayiiave many filters. 40



ConvNet

Convolution
Layer

Input volume of size WixHixD1
Requires four hyperparameters:
 Number of filters K,

 their spatial extent F,

» the stride S,

» the amount of zero padding P.

Output volume of size W:xH:xD:

where:

e W,=(W,-F+2P)/S + 1

e« H,=(H, -F+2P)/S+1

» (i.e. width and height are
computed equally by symmetry)

« D,=K

Source: http://cs231n.github.io/convolutional-networks/

Input Volume (+pad 1) (7x7x3) Filter WO (3x3x3)

®[:,:,0] wi[:,:,0]

Bias hg(1x1x1)

blf:,:,0]
1

0Dr Qaruh Ofha, Mlewasfle University

Filter W1 (3x3x3) Output Iciﬂmée foxﬁ)

wll[:,:,0] ol:,:

1 0 -1 710 M
o 1 -1 s | L
1 1 1 -1 0 1
N_[ r rl: :':: r |r—]
0 -1 0 -4 -6 2
0 0 0 3 -5 1
1 -1 -1 -1 -2 2
wll[:,:,2

-1 0 1

1 1 1

-1 -1 -1

Bias bl (1x1x1)
L1[:,:,0]
0

41
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Input Volume (+pad 1) (7x7x3) Filter W0 (3x3x3) Filter W1 (3x3x3) Output Volume (3x3x2)
D, wll[:,:,0] wl[:,:,0] ol:,:,411:31

T JHE 5 o[z
AM
3

x|

ConvNet

10 0 1_|-1T 9 6
Convolution '
Layer -14 -10 ;

Input volume of size 5x5x3 =

Requires four hyperparameters: [©]
0
0
0
0
0

=
=
=
=

-
B
=

 Number of filters K = 2,

» their spatial extent F = 3,

* the stride S = 2,

» the amount of zero padding P = 1.

=
=

B
—
= 2
[ ]

= 2

Output volume of size W:xH:xD:
where:

« W,=(5-3+2%1)/2 + 1 0]
« H,=(5-3+2*1)/2+1 o7 ]2 ] 0 0
* (i.e. width and height are 0120100
computed equally by symmetry) 0 2110 20
e D,=2 0 02001 0
0 0 0 0

0 0
Source: http://cs231n.qgithub.io/convolutional-networks/ Dr Varun Ojha, Newcastle University 42
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ConvNet

Convolution
Layer

Input volume of size 5x5x3
Requires four hyperparameters:

Number of filters K = 2,
their spatial extent F = 3,
the stride S = 2, (moved 2 pixels)

the amount of zero padding P = 1.

Output volume of size W:xH:xD:
where:

W,=3

H, =3

(i.e. width and height are
computed equally by symmetry)
D,=2

Source: http://cs231n.github.io/convolutional-networks/

Mune (+pad 1) (7x7x3)
(1, W]

0

Filter WO (3x3x3)

Filter W1 (3x3x3)

[ ]

=1 B=l B=l B=1 =) B= =~
(] = e bt

[ ]

o = o o e ol
| ]

®r \hruf OjRa, NewBastfe University

L= = = I - R - D
= S| =] Sl =
JC;

]
]
=
=]

wo[:,:,0] wll:,:,0]
offofo o g ot [f-1
1[0]t o 10 0 T [-1[-1]
211 o B 0o |[-1}fo
1 2 0 wO[:,:,1] wll:,:,11]
2.0 0 0 AR 1]
01 B 1 0 L L (L ]-1]o
0 0 0 9 0O - BB
wi[:,:,2] wlle=",2]

'EED 0 1 1 ~11 |f-1
0 0 1:'%(} -

|_

\

| S R O R (8
[
= O

O ND RN D
= B o R e N

- - -

-
=

Biss b0 (F£1x1)
BOPS, 0

[°]
=
o =

Bias bl (1x1x1)
p1[:,:,0]
0

Output Volume (3x3x2)

D[:,:lﬂ;ISl
5 0 AM
9 6 3
5 |2 2
S FEFS|
-4 [6] -2
-14 -10 -2
0 0 -4

Stride (central cell/pixels jump) = 2
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11:31

Effect of Learned Convolutional Filter on Images"

This is most likely scenario as we do not know exactly what will be the filter weights after training. Hence CNN is a Blackbox

These /\/’) |dentity Sharpen Blur Laplacian Gaussian
weights/values

O I o(o|o||O]|-1|O0||ws|ws|ws||O| 1|0 ]||Ls]|28]|us8
kernels/filters

are learned 0 1 0 -1 7 -1 1/5 | 1/5 | 1/5 1 -5 1 2/8 | 4/8 | 2/8
during training
(ﬁ'ter;Zf'e”fesprfeﬁ?;ﬁﬂS are 0 0 0 0) -1 0 1/5 | 1/5 | 1/5 0 1 0 1/8 | 2/8 | 2/8

Original |dentity Sharpen Blur Laplacian Gaussian

Dr Varun Ojha, Newcastle University 44



ConvNet/ CNN 5’"%%

Architecture: A Simple ConvNet / CNN
[INPUT - CONV - RELU - POOL - FC]

RELU layer will apply an elementwise activation
function, such as the max(0, x) thresholding at zero. This
leaves the size of the volume unchanged ([32x32x12]).

:

Input (62, 62) Output (62, 62)
RELU
layer i i
> max([*], [-2]) =

[32x32x12] [32x32x12]
No change in dimension

A very good source: http://cs231n.github.io/convolutional-networksh, v/arun Ojha, Newcastle University

45



ConvNet/ CNN 9’"%%

Architecture: A Simple ConvNet / CNN
[INPUT - CONV - RELU - POOL - FC]

POOL layer will perform a down sampling operation along the

spatial dimensions (width, height), resulting in volume such as
[16x16x12]

12

Input (60, 60) Output (30, 30)

N

12

Pooling
layer

0.2410.21
max( 0.2910.27

32 » 16

A very good source: http://cs231n.github.io/convolutional-netwoFksVarun Ojha, Newcastle University 46



ConvNet
Pooling Layer

224x224x64

112x112x64

pool
—

- o 112
224 downsampling

112
224

A very good source: http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University

11:31
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Pooling layer down
samples the volume
spatially,
iIndependently In
each depth slice of
the input volume

47
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ConvNet A
Pooling Layer

Single depth slice

max pool with 2x2 filters
and stride 2 6 | 8

- Max Pooling
layer

A very good source: http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University 48



ConvNet/ CNN

Architecture: ConvNet / CNN f.
[INPUT - CONV - RELU - POOL - FC] 43

ttttt
((((((

FC (i.e. fully-connected) layer may compute the class
scores, resulting in volume of size [1x1x10], where each of
the 10 neurone correspond to a class score, such as
among the 10 categories.

Ld

A single neuron of the
volume. There are as
many neuron as the

volume size

An FC layer is also a
linear layer. It can have as
—O many neurons/nodes as a
user defines them to be

49

RS RILIN" )
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ConvNet AM

tttttttttttt
11111111

lifeboat

|||||||

SRR

pizza

Classes
(e.g.10for i
MNIST
d atas et) sssssssss
This
typically toss00)
outputs - e ot ot -
SoftMax Tadbene e
= can

Dr Varun Ojha, Newcastle Ugiversity sport cf5()



11:31

ConvNet AV
ConvNet Architecture

INPUT — [CONV — RELU —> POOL]|*2 — FC — RELU — F(]

A very good source: http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University 54



Visualizing CNN 11:31

AM

input conv_1_1 relu_1_1 conv_1_2 relu_1_2 max_pool_1 conv_2_1 relu_2_1 conv_2_2 relu_2_2 max_pool_2 output
(64, 64, 3) (62, 62, 10) (62, 62, 10) (60, 60, 10) (60, 60, 10) (30, 30, 10) (28, 28, 10) (28, 28, 10) (26, 26, 10) (26, 26, 10) (13, 13, 10) (10)

Q Q “ » ‘ ‘ lifeboat

‘ = ‘ ‘ L : ! 7 l~ ) ladybug
E & & ( ( ( =™,

Red channel

W
A

pizza

!

)
s S8
= v & - G

Green koala

, 2 BB L
& "\_ g g g‘ \‘ . ‘ red panda
S o Sl g g C) C’) ‘) arange

~ = ~ == == s - -

(y
(Y
-
L g
»
1
k]
oo

| -‘ : 7 7 ” - “ i - ‘ - sport car
- L w I
omo .1_'56_ 0.00 —1_56 2.82 0.00 282 _4.'67_ o _Tm _5-,75_ m __5|75 omg
: . Dr V jha, N tle Uni it -
Try yourself: https://poloclub.github.io/cnn-explainer/ ™ """
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-
c HENNENTEEE

t

O

atl

ConvNet on Image Classifi

Live demo http://cs231n.stanford.edu/

e

5 0 0 T
EEEEEENEEE
O O 0
EEARNEGENE
EEAENE N
5
NEEEN R
B0 2
AN

T
VMR Y
-

NIIIIIIE

_
¥ | _lr .

-

56
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http://cs231n.github.io/convolutional-networks/

A very good source:


http://cs231n.stanford.edu/

CNN architecture 11:31
design challenges i

Deeper the network, harder to train

Q"b
oozoéu
* Visual Geometry 5 o 4
S
Group (VGG) FES oo S
S w0 X
Network (VGG Net) c oo S
ANV 1ax14xs12 ? 14096 11 1000
’ VGG 16-an . 26 X 56 X256 TSRl e
example architecture:
13 Convolution -

124 112 x 128

|ayerS 3 fC Iayer. @ convolution+ReLLU

Eﬂ max pooling
ﬂ fully connected+ReLLU

LA
Image 224 x 224 x 64

Simonyan et al. (2014) Very deep convolutional networks for large-scale image recognition. ICLR 2015

: : : 57
Dr Varun Ojha, Newcastle University



Residual Network (ResNet)

It solves vanishing gradient problem. Skip connections allow
you to take the activation value from an earlier layer and pass it to
a much deeper layer in a network. This allows for smoother
gradient flow, ensuring important features are preserved in the
training process.

ResNet Block

X

weight layer
F(x) l relu «
weight layer identity
Flx) +x

He et al (2016) Deep Residual Learning for Image Recognition, CVPR

Dr Varun Ojha, Newcastle University

Image

v

7x7 conv, 64, /2

v

pool, /2

F

3x3 conv, 64

\ 4

3x3 conv, 64

3x3 conv, 64

\

3x3 conv, 64

3x3 conv, 64

\ 4

3x3 conv, 64

et cena
-
gy

3x3 conv, 512

11:31
AM

skip
connections

skip
connections

skip
connections

*, skip

/ connections

¥

avg pool

\ 4

fc 1000

58



Simple Example of ResNet Block

element-wise addition to pass the output to the next layer or block

ldentity x 2 1
1 2
convolution
2 1 2 -5 -3 2 -1 3
1 2 4 3 2 -7 & 3 -5
element
: : : wise
input x Convolution relu Convolution .. ResNet Block relu
These values are These values are y=F()+x
This is typically an  representative representative
input from previous |\ ] Output of a single
convolution layer | ResNet Block
F(x)

Dr Varun Ojha, Newcastle University 59
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Dense Net

Dense Connection to solve vanishing or exploding gradient problems

N
\ N
. .

k channels k channels

k channels k channels

Dense Block 3

Dense Block 2

o

ResNet performs an element-wise addition to pass the output to the next layer or block. DenseNet connects
all layers directly to each other. It does this through concatenation (combine features by concatenating). Such

connection provide stronger gradient flow, feature diversity form using simple features to complex featuers, as

Dense Block 1

Output

Pooling

|

Pooling

opposed to feature corelation in ResNet.
61

Huang et al (2017) Densely Connected Convolutional Netwgrks,, Ojha, Newcastle University



Inception-v1 ResNet-50

Inception-v4

Evolution of CNN Architectures

11:31
AM

(

2008

Inception-v3

NASNet-A-Large
SE-ResNeXt-101(32x4d)
80 I Irgpeplign—ResNet—vZ SENel154
. 5 2 nception-v et-
SEhesHanrsbetxd) Xception ’alpathNet-QS IPathNet-131
se-ResNet- 100 @ &esNeHSZ ResNeXt-101(64x4d)
SE-ResNet<50 Inception-vSReSNe):-:(:10(132)( AT
ResNeXt-50 DenseNet-201@ “PenseNet-161 shiets FB-ResNet-152
m ®  ORresnets0 ‘Caﬁe'RESNEHW VGG-19_BN
75 i DualPathNet-68 DenseNet-169 VGG-16_BN
DenseNet-121
< .NAS%&t- -Mobile
= BN-Incantion @ ResNet-34 VGG-13_BN
O
g @ MobileNet-v2 VGG-11_BN
O
N 2 VGG-19
. - 70 - .ResNet-18 VGG-16
\j 8— MobileNet-v1
[ VGG-13
?ShuffleNet VGG-11
.GoogLeNet
& /
2017 1M 5M 10M 50M 75M  100M 150M
SqueezeNet-v1.1
Inception ® SqueezeNet-v1.0
ResNets
.AlexNet
55 1 T T T
0 5 10 15 20
Operations [G-FLOPs]
Beyarun Ojha, Newcastle Unpiversity. 62
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Overfitting Issues AL

(from previous lecturers) N

high bias high variance
Training cost
cost
Validation cost
O >
Early Stop Training\j—\} training epochs

here!
Pick this model!

Sec 9.3.1 Deep Learning by C Bishop

Dr Varun Ojha, Newcastle University 63



Regularization ) ) b
1
E = EZ(y —f(x))2 + /IZ w?

error term
1 n
EZ()’ - f(x))z

minimize error term,
minima is

AZWL'ZM) \ S¥(y - f®)° =0

error %Z?(y — f(x))2 > 0

minimize regularizer
term, minima is

regularizer term

n
AZWL-Z
i

minimize combined error

L,-norm regularization

Dr Varun Ojha, Newcastle University 64



Regularization to avoid overfitting 11:31

AM
L,-norm regularization @
Wa
e \

\

E = %Z(y — f(x)) +AZ lwi| \\"/ E= %zn:(y — f(x)) +/1§n: W;;

L;-norm regularization

\

A LS
Ssolo~»”

® Both Lasso and Ridge regularization help DNNs and CNNs avoid overfitting.

® As weights can get zero in Lasso regularization introduce sparsity in the networks and help feature selection
because some weights goes to zero (although not necessary in CNN). Thus, eliminating effect of some input
features, while in ridge regression weights can only get close to zeros and not exactly (see images).

® L2 penalizes large errors much more heavily than small errors (compared to L1), thus on optimization of

network, it is safe to assume that all the eIars are rov ughly of the same order of magnitude

versity 65



11:31

Regularization: Dropouts Layer AN

Regularisation of DNNs and CNNs Slows down training in Convolutional Nets

* It drop nodes with some probabillity
* It regularise Deep Neural Nets and Convolutional Neural Nets

T T T T T
2|5_| ........................ ......................... ......................... .........................

-

{ )

)
0
X

<
N7
\‘,ﬁ:’?’ﬁ
A%t
A :s Y
ZR
AN
7N

Classification Error %

{ )
7\
-
‘@

N7
A
N
‘, Ko
DEOA
/‘\\

- |I| '.'. R LN 4-. v II J.
) I 1 | ST P o B AU PP

/

i
S
S
3
X
{0

{/
{4,

(a) Standard Neural Net (b) After applying dropout. 0 200000 400000 500000 800000 1000000
Number of weight updates

Sec 7.12, Goodfellow, Deep Learning, MIT Press

Srivastava et al (2014) Dropout: A Simple Way to Prevent Neural Networks from Overfitting, JMLR
Dr Varun Ojha, Newcastle University 66
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Batch Normalization Layer

Regularisation of Convolutional Neural Networks

* |t eliminates the need of dropout
* Accelerates ConvNet training
* It reduces sensitivity to network weight initialisation

 standardizing the activations to have a zero mean and unit
variance

® Normalized activation/input

1
_ Z z; Batch norm layer

1 m
2
og=—Y (i — pp)

e

i — HB

\/ o5+ €

y; = Y& + B = BN, g(z;)

loffe and Szegedy (2017) Batch Normalization: Accelerating Deep Image Conv

Network Training by Reducing Internal Covariate Shift ICML.
Dr Varun Ojha, Newcastle University 67
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Batch Normalization Layer P

Regularisation of Convolutional Neural Networks

Optimization/ cost function

Optimization/ cost function : :
space on unnormalized inputs

space on unnormalized inputs

ynorm axits

N

XnormaXis

Y original data values

~
7

N

v X original data values

Dr Varun Ojha, Newcastle University 68
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o ] 11:31
Image Classification Example

AM
Live demo http://cs231n.stanford.edu/

THT)=

fo ]
|

_ 3

L

i2

e

“aaia s
= &

III-IIIIII
el LM K] L

&
B
i

lmiililix
HARERNEEAE
I T

- y - -

: ey & TR
&

i ﬁ : F ik .

fl B i r . oo

.
B
B!
T
H
.
B
B
.

Al L]

.
S |

A very good source:
http://cs231n.github.io/convolutional-networks/

Dr Varun Ojha, Newcastle University
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Image Classification Models

* Residual Networks (ResNet)

* Visual Geometry Group (VGG) Network
(VGG Net)

* DenseNet S Ix 12409 1x1x 1000

14 x 14 x 512
28 x 28 x 512

BT % 512

* InceptionNet
11/x 112 x 128
@ convolution+ReLLU

 Other pre-trained Image Classification I EE T

7 fully connected+ReLU

Nets on pytorch library: 224 % 224 x 64

https://pytorch.org/vision/main/models.html

VGG Net 16

Dr Varun Ojha, Newcastle University 71
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Image Segmentation (Concept)

Encoder Decoder

1h

RGB Image
(Input)

Segmentation Mask
(Output)

_E T

Dr Varun Ojha, Newcastle University 72
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Intersection over Union (loU) AM

loU measure the performance of image segmentation and object detection algorithms performance

ground truth

»

prediction

Area of Intersection

loU

Area of Union

ground truth

prediction

Dr Varun Ojha, Newcastle University 73



Image Segmentation used for A

water level estimation

Pixel-wise water segmentation of RGB images for river water-level monitoring or flood monitoring

Vandaele, R., Dance, S. L., & Ojha, V. (2020). Automated water segmentation and river level detection on camera images using transfer learning. GCPR
Dr Varun Ojha, Newcastle University 74
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Image Segmentation (Concept)

Segment Anything Model from Meta (2023)

https://segment-anything.com/

Dr Varun Ojha, Newcastle University 75
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UNet A

U-Net is a typical CNN architecture for semantic segmentation.
It has a contracting path (down sampling) and an expansive path (up sampling).

— —

— concatenate _
- =

overlay with ground
truth segmentation

raw input - L i ipsample 3 _ U-Net generated

image l mask

map with a pixel-wise loss
weight to force the network
to learn the border pixels

Ronneberger et al (2015). U-net: Convolutional nétwafksdHpBisMedrcal iiigdye segmentation. MICCAI 6



U-Net

« Contracting path is a repeated
application of two 3x3
convolutions and a ReLU and a
2x2 Max Pooling operation with
stride 2

* Expansive path is an up sampling
of the feature map followed by a
2x2 Convolution (“up-
convolution”) that halves the
number of feature channels, a
concatenation with the
correspondingly cropped feature
map from the contracting path, and

two 3x3 convolutions, each
followed by a RelLU.

Ronneberger et al (2015). U-net: Convolutional networks for biomedical_image segmentation. MICCAI
Dr Varun Ojha, Newcastle Universi

input
image
tile

572 % 572

output
| segmentation

“ map

= conv 3x3, RelLU
copy and crop

¥ max pool 2x2

4 up-conv 2x2
= CcONV 1x1

t 77
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Object Detection

Semantic Classification Object Instance
Segmentation + Localization Detection Segmentation

VL 4
¥ \
b “a ; R =

SR, B, DOG, DOG, CAT
" TREE, SKY IS U )y
Y Y Y
No objects, just pixels Single Object Multiple Object

Dr Varun Ojha, Newcastle University 78



Application: Boat (Object) Detection and boat speed measurement

One of my Undergraduate student’s project
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Application: Instance Segmentation and »v
Object Detection: Plastic Pollution Detection

Jaikumar P et al. (2020) ISDA Dr Varun Ojha, Newcastle University 80



11:31 AM

Object Detection

(plastic pollution detection - One of my student’s project)

Input Video Output Video

Published work: Jaikumar P et al. (2020) ISDA, https://centaur.reading.ac.uk/98569/

Dr Varun Ojha, Newcastle University 81
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Mask RCNN

RolAlign

Input Image

He et al. (2017) Mask-RCNN, ICCV Dr Varun Ojha, Newcastle University

conv

11:31
AM

conv

Output

* A bounding box

» Aclass label (e.g., person)
« A Segmentation mask ,
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Mask-RCNN

Class (Softmax)

conv .;r>conv E
Bounding box

i

Regression
7 x7 x 256
Feature Region Region of
Pyramid Int t
Backbone proposal nteres
ResNet | Network Network = Align

L7~

14 x 14 x 256

conv|/=>|conv

S

Jaikumar P et al. (2020) ISDA Dr Varun Ojha, Newcastle University 83



You Look Only Once (YOLO) Model M

ST

b

i

r ‘ ,‘ *

| I

)

i "

1|

S x S grid on input

Obiject detection in YOLO
models are as a regression
problem. It divides the
image intoan S x S grid and
for each grid cell it predicts
B bounding boxes,
confidence for those boxes,
and C class probabilities.

ety ip. LBEENT i e
Final detections

Class probability map

D MawttnQ)lda/MNewcastle University 84



You Look Only Once (YOLO) Model M

Original input Ground Truth

Redmon, J. (2016). You only look once: Unified, real-time objedDddeittivQ)]jlza/MNRwcastle University 85



N

Ground Truth

Match
predicted
cell with
ground
through

D Marttiv @)laay Newcastle University

Cell Prediction

86



V. 4

""'{‘.‘,‘;f, 1.5 o
;.‘;._..:\_ ~ ‘7 .'{‘}F ’- A t!
T e e, Y O R
Check the e
class r
prediction
(class
probability,  F $ N\ .
l.e., . s
SoftMax) —
Class
Ground Truth Prediction

D MawttnQ)lda/MNewcastle University 87



Ground Truth

Check the
box
prediction

and its 1%
confidence

l.e., loU | ' e (i | *».1-';‘"* A
{ ) : ’sﬁ .

. - A '

- i{_ i B , 3
e i .
AT | "

-

3
y l‘AJ. '.

Prediction

D MawttnQ)lda/MNewcastle University 88



You Look Only Once (YOLO) Model M

Non-maximal suppression (NMS) Box = argmax(C(Pq),C(P3),...,C(P,))

CORS

Perform NMS,
l.e., keep only
boxes with
maximal
confidence
score

Box Prediction with
confidence scores

Final Detection

Redmon, J. (2016). You only look once: Unified, real-time objedDddeittivQ)]jlza/MNRwcastle University 89
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Training Loss of YOLO models

LYOLO =R lsssl b Lo elization

SZ

bj " 2

L = T (- )
1=0

ceclasses

pobject _ 1 if objectinboxi
g 0 otherwise

Lloclization — Lconfidance T Lcoordinate

Dr Varun Ojha, Newcastle University 90
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Training Loss of YOLO models

Lyoro = Leisss T Lioclization

Lloclization — Lconfidance + Lcoordinate

2

S B
L — ob]ect
coordinate — “‘coordinate

=0 j=0

[ = (\/Wl - \/Wi)z + (\/hl - \/-i’\li)z + (Xi - Xl')z + (yl - yl-)z

2

S“ B
b t bject
conﬁdance z z [ o e ( Ci — Cl) ] + AnoOb]ectz z [ HO ]ec ) ]

=0 j=0 =0 =

Where w, h,x,y,s are grid size, width, height, x-axis, and y-axis position of the box B, and the grid size

Dr Varun Ojha, Newcastle University 91



Generative Models

Which one Is
Real,

and which
one Is Fake?

Dr Varun Ojha, Newcastle University

92



11:31
AM

Super Realistic Generative Adversarial Networks

bicubic SRResNet SRGAN original
(21.59dB/0.6423) | (23.53dB/0.7832) | (21.15dB/0.6868)

Ly - = ¢
j & o = W
’ ‘ ae s oY "
= - ) & £
4 - Y
= \ «

> T \
. o/ ’Q.
YA SV IRNN

D & ACOfE Necastle Unversity 93




_ real images 11:31
Generative AM

Adversarial rﬂ' -
Networks

Image: Bishop, Deep Learning

Random noise

.

Z

Discriminator aims to
minimize the error to become
better at distinguishing real
and fake/synthetic images

e d(x, @)
]

g(z, w)
Generator aims to maximize S es
error of discriminator ¥r Varun Ojha, Newcastle lgversny 94
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Generative

Adversarial
Networks

real images

Y-,

g(z,w)

ir §

vy

synthetic images

d(x, ®)

Goodfellow et al. (2014). Generative adversarial nets. NIPS 2024

. 11:31
min-max loss AM

real image from dataset, Synthetic image from
i.e., label ‘1’ so D should generator, i.e. label ‘0’ so
output ‘1’ for real D should output ‘0’ for fake

. i L
min max V(D,G) = E,|log(D(x))] +E, llog (1 - D(G(Z)))]

Generator aims to maximize error of discriminator, i.e., G to minimize:

E, [1og (1 — D(G(z)))]

low value means generator create realistic images, i.e., if D(G(z)) = 1 means generator
fool Discriminator and its wins

Discriminator aims to minimize the error to become better at
distinguishing real and fake/synthetic images, i.e., D to maximize the
probability of assigning the correct label to both training examples
and samples from G by maximizing:

E.|log(D(x))]| + E, [log (1 — D(G(Z)))]

low value means discriminator is able to identify the real vs fake (i.e., if D(x) = 1 and
D(G(z)) = 0 will give log 1 + Log 1 = 0) that will let Discriminator win

Dr Varun Ojha, Newcastle University 95



Deep Convolutional GAN

The task of the generator is to produce data which the discriminator predicts as being ‘real’, meaning that it closely
resembles the training dataset.

Generator Discriminator
Generated Real/Original
syntactic images images x
Convolution Convolution
| =

Latent Project and Binary
SREE rel-sthape Input to Discriminator are both classification

atent generator images and real between real

space images in separate batches and fake

images
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StyleGAN to Generate China City Scape AM

(Jia 2022)

Dr Varun Ojha, Newcastle University 97
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