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Generative AI

“Generate an image 
of a cat with a laptop”

2

Random Noise

Text prompt

Or

Input Output 

a Content it could be also Text

AI Model
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Generative AI

1:54 PM
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Image Input Space Learned Gradient Space Learned Noise to Image

Source image: https://www.youtube.com/watch?v=1pgiu--4W3I and https://arxiv.org/pdf/1907.05600

Generative AI
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Generative Adversarial Networks

Random noise

Generator generate data 

It aims to maximize error of 

discriminator

Discriminator evaluate data 

It aims to minimize the error to 

become better at distinguishing 

real and fake/synthetic images

The aim of the GAN generates realistic data from  
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https://papers.nips.cc/paper_files

/paper/2014/hash/f033ed80deb0

234979a61f95710dbe25-

Abstract.html

NeurIPS 2014
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Generative 
Adversarial 
Networks

Random noise

Generator aims to maximize 

error of discriminator

Discriminator, is a binary 

classifier that aims to 

minimize the error to become 

better at distinguishing real 

and fake/synthetic images

Image: Bishop, Deep Learning  
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Generative Adversarial Networks

min
𝐺

max
𝐷

𝑉 𝐷, 𝐺 =  𝔼𝑥 log 𝐷 𝑥 + 𝔼𝑧 log 1 − 𝐷 𝐺 𝑧

min-max loss

Goodfellow et al. (2014). Generative adversarial nets. NIPS 2024

𝐺 𝑧  is a synthetic 

image from generator, 

i.e. label ‘0’ so D should 

output ‘0’. This part 

becomes log(1) = 0

𝑥 is a real image from 

dataset, i.e., label ‘1’ so 

D should output ‘1’. 

This part becomes 

log(1) = 0

3:33 PM
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Expectation over x 

(average)

Expectation over z 

(average)

𝐺

𝐷
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D to maximize the probability of assigning the 

correct label to both training examples and 

samples from G by maximizing:

𝔼𝑥 log 𝐷 𝑥 + 𝔼𝑧 log 1 − 𝐷 𝐺 𝑧

Low value means discriminator can identify the 

real vs fake i.e., if D(x) = 1 and D(G(z)) = 0, then 

we have log 1 + log 1 =  0 → Discriminator Wins.

Discriminator aims to 

minimize the error to 

become better at 

distinguishing real and 

fake images

Generative Adversarial Networks

max
𝐷

𝑉 𝐷, 𝐺 =  𝔼𝑥 log 𝐷 𝑥 + 𝔼𝑧 log 1 − 𝐷 𝐺 𝑧

min-max loss

D is a function of

 log 1 − 𝐷 𝐺 𝑧  vs 𝐷 𝐺 𝑧

D is a function of 

log 𝐷 𝑥  vs 𝑥

3:33 PM
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𝐺

𝐷

You can try these graphs yourself: https://www.desmos.com/calculator/auubsajefh

𝑥

log 𝐷 𝑥
log 1 − 𝐷 𝐺 𝑧

𝐷 𝐺 𝑧
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𝐺

𝐷

G to minimize:

𝔼𝑧 log 1 − 𝐷 𝐺 𝑧

Low value means generator create realistic images, i.e., if 

D(G(z)) close to 1 then generator fools the Discriminator, and 

Generator Wins 

We would log(1 − 0.99) = log(0.01) =  −2 → Generator Wins.

Generator aims to 

maximize error of 

discriminator

Generative Adversarial Networks

min
𝐺

𝑉 𝐷, 𝐺 =  𝔼𝑧 log 1 − 𝐷 𝐺 𝑧

min-max loss
G is a function of

 log 1 − 𝐷 𝐺 𝑧  vs 𝐷 𝐺 𝑧

3:33 PM

10You can try these graphs yourself: https://www.desmos.com/calculator/auubsajefh

log 1 − 𝐷 𝐺 𝑧

𝐷 𝐺 𝑧
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Deep Convolutional GAN (DCGAN)

Latent 

space 𝑧 of 

dimension 

𝑑

Binary 

classification 

between real 

or fake images

Generated 

Syntactic images

Real and 

Synthetic images

Radford et al (2015). Unsupervised representation learning with deep convolutional generative adversarial networks. ICLR 2016

Project and 

re-shape 

latent 

space

The task of the generator is to produce data which the discriminator predicts as being ‘real’, meaning that it closely 
resembles the training dataset.

Convolution Block

Convolution

Input to discriminator 

are both generator 

images and real images 

in separate batches 

Generator Discriminator

3:33 PM
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Convolutional Blocks

C
o

n
v
 1

C
o

n
v
 2

C
o

n
v
 3

C
o

n
v
 4

100 4x4x1024
8x8x512

16x16x256
32x32x128

64x64x3 64x64x3

64x64x128 128x128x512 256x256x512 512

1
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Super Realistic Generative Adversarial Networks

Ledig et al.. (2017). Photo-realistic single image super-resolution using a generative adversarial network. CVPR
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StyleGAN to Generate China City Scape 

(Jia 2022)

One of my student’s project
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Autoencoder

14

Encoder Decoder/

Generator

Reconstructed 

Image 𝐱′ ∈ ℝ≤𝒅
Input

Image 𝐱 ∈ ℝ𝒅

Reconstruction Loss

Compressed 

Image 

dimension

ℝ𝒅′≪𝒅

Latent Space

Can be used for dimensionality reduction as well.
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Autoencoder

Output Layer

Reconstructed 𝐱′ ∈ ℝ≤𝒅
Input Layer

Image 𝐱 ∈ ℝ𝒅

𝑥1

𝑥2

𝑥3

𝑥4

𝑥5

𝑥1
′

𝑥2
′

𝑥3
′

𝑥4
′

𝑥5
′

ℎ1

ℎ2

ℎ3

Encoder Decoder

In
p

u
t 

O
u

tp
u

t 

Reconstruction Loss (e.g., Mean Squared Error)

𝐌𝐒𝐄 =
𝟏

𝒏
 ෍

𝒊=𝟏

𝒏

𝒙𝒊  − 𝒙𝒊
′ 𝟐

Autoencoder takes its feedback/error correction signal from the input itself This it is Unsupervised Or Self-Supervised

Latent space give compressed 

feature representation of input. But 

it give no guarantee that the hidden 

units extract meaningful feature.
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Variational Autoencoder

16

Encoder

Reconstruction Loss + KL Divergence

Compressed 

Image dimension

probability 

distribution

𝓝(𝝁, 𝚺)

Reconstructed 

Image 𝐱′ ∈ ℝ≤𝒅
Input

Image 𝐱 ∈ ℝ𝒅

Decoder/

Generator
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17ICLR 2014
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Variational Autoencoder

18

Encoder Network

(a CNN or MLP)

𝝁 + 𝚺 ⊙ 𝝐

Standard Deviation

Mean
Decoder Network

(a CNN or MLP)

Reconstructed 

Image 𝐱′
Input

Image 𝐱

𝐳 𝑝𝜃(𝐱|𝐳)𝑞𝜃(𝐳|𝐱)

𝜇𝑧|𝐱

Σ𝑧|𝐱

Reconstruction Loss + KL Divergence

Latent 

Space

𝝐

𝝐 ∈  𝓝(𝟎, 𝟏)
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Loss function of VAE

19

VAE Loss = Reconstruction Loss + Regularisation Loss

𝑳𝑽𝑨𝑬 = 𝑳𝑹𝒆𝒄𝒐𝒏𝒔𝒕𝒓𝒖𝒄𝒕𝒊𝒐𝒏 + 𝑳𝑹𝒆𝒈𝒖𝒍𝒂𝒓𝒊𝒔𝒂𝒕𝒊𝒐𝒏 

𝐳 𝑝𝜃(𝐱|𝐳)𝑞𝜃(𝐳|𝐱)

𝜇𝑧|𝐱

Σ𝑧|𝐱

Reconstruction Loss + KL Divergence

𝝐

Reconstruction Loss
It answers how well the decoder reconstructs the input from the latent sample. 

• Mean Squared Error (MSE) for continuous data and 

• Cross Entropy (CE) categorical data (e.g., MNIST)

𝑳𝑹𝒆𝒄𝒐𝒏𝒔𝒕𝒓𝒖𝒄𝒕𝒊𝒐𝒏 = 𝔼𝒒 (𝒛|𝐱)[−𝒍𝒐𝒈 𝒑 𝐱 𝐳)] 

Regularization Loss
It answers how far the learned latent distribution 𝑞(𝑧 ∣ x) is from the desired prior 
distribution 𝑝(𝑧) = 𝑁(0, 1) 

𝑳𝑹𝒆𝒈𝒖𝒍𝒂𝒓𝒊𝒔𝒂𝒕𝒊𝒐𝒏 = 𝑫𝑲𝑳 𝒒 𝒛 𝐱 𝒑(𝒛))

3:33 PM
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Mean Squared Error

20

5 3

1 6

2 4

1 3

5 − 2 2 3 − 4 2 

1 − 1 2 6 − 3 2

9 1

0 9

+

+

+

=
4.5

Image A Image B Pixelwise squared difference Pixelwise sum

𝑀𝑆𝐸 =
1

𝑁
෍

𝑖𝑗

𝑁

𝐴𝑖𝑗  − 𝐵𝑖𝑗
2

where 𝑁 is the dimension of a square Metrix/Image

Mean
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Kullback–Leibler (KL) divergence
KL Divergence measure distance between two probability 
distributions (much like distance between two points)

21

𝐷𝐾𝐿 = ෍

𝑥∈𝑋

𝑝 𝑥  log
𝑝 𝑥

𝑞(𝑥)

The lower bound value is zero and is 
achieved when the distributions under 
observation are identical.
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Variational Autoencoder

Output Layer

Reconstructed 𝐱′ ∈ ℝ≤𝒅
Input Layer

Image 𝐱 ∈ ℝ𝒅

𝑥1

𝑥2

𝑥3

𝑥4

𝑥5

𝑔1

𝑔2

𝑔3

𝑔4

𝑧1

𝑧2

𝑧3

Encoder Decoder

In
p

u
t 

O
u

tp
u

t 

Reconstruction Loss (e.g., Mean Squared Error + KL Divergence)

𝑳𝑽𝑨𝑬 = 𝑳𝑹𝒆𝒄𝒐𝒏𝒔𝒕𝒓𝒖𝒄𝒕𝒊𝒐𝒏 + 𝑳𝑲𝑳−𝑫𝒊𝒗𝒆𝒓𝒈𝒆𝒏𝒄𝒆 

Autoencoder takes its feedback/error correction signal from the input itself. This is Unsupervised Or Self-Supervised

Latent space give compressed 

feature representation of input. 

𝑥1
′

𝑥2
′

𝑥3
′

𝑥4
′

𝑥5
′

ℎ1

ℎ2

ℎ3

ℎ4

𝜇1

𝜇2

𝜇3

Σ1

Σ2

Σ3

𝜖1

𝜖2

𝜖3
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Variational Autoencoder
Latent space give compressed feature representation of input. 
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Reconstructed Images of Celeb Face Image
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Cai et al (2017) Multi-Stage Variational Auto-Encoders for Coarse-to-Fine Image 

Generation: https://arxiv.org/abs/1705.07202
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Random Noise
Input Output Diffusion Model

3:33 PM
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Diffusion Models
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Diffusion

27

image credit: Visionlearning

random molecular movement cause molecule to spread out all over, or diffuse, over space 
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Diffusion Models

28
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2 3 2 1

2 0 1 0

7 1 3 4

1 1 1 1

7 4 2 1

3 3 6 1

3 6 9 4

2 2 2 3

6 5 3 1

2 5 8 2

1 5 8 3

0 1 1 4

5 3 4 2

1 6 7 2

0 4 7 2

1 3 3 5

Forward Diffusion

29

𝒛 =
𝒙 − 𝝁

𝝈

Gaussian 

Noise

Original

Image
+ Gaussian 

Noise

Added Noise 

Image
+

𝑇0 𝑇1 𝑇2 𝑇𝑛

𝒙′ = 𝟕 + 𝟏 𝒙′ = 𝟖 + (−𝟐)

Fully Noisy 

Image belong 

to Normal 

Distribution

𝑥′ ∈ 𝒩(0,1) 

Added Noise 

Image
+ Gaussian 

Noise

Original Pixel Noise Pixel Value Noise

𝒛 =
𝒙 − 𝝁

𝝈
𝒛 =

𝒙 − 𝝁

𝝈

Images generated in each successive steps are used as training data in reverse diffusion

Markov 

Chain

Markov 

Chain
Markov 

Chain

Noise 

Scheduler
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5 3 4 2

1 6 7 2

0 4 7 2

1 3 3 5

2 3 2 1

2 0 1 0

7 1 3 4

1 1 1 1

7 4 2 1

3 3 6 1

3 6 9 4

2 2 2 3

6 5 3 1

2 5 8 2

1 5 8 3

0 1 1 4

Reserve Diffusion

30

𝑇0 𝑇1 𝑇2 𝑇𝑛

Fully Noisy 

Image belong 

to Normal 

Distribution

𝑥′ ∈ 𝒩(0,1) 

Predicted 

Image from 

Previous 

Iteration

Predicted 

Image from 

Previous 

Iteration

Original 

Image

Predicted 

Image from 

Previous 

Iteration

Neural NetNeural Net Neural Net

𝐿𝑜𝑠𝑠𝑇0
 = 

MSE
𝐿𝑜𝑠𝑠𝑇1

𝐿𝑜𝑠𝑠𝑇2

𝐿𝑜𝑠𝑠𝑇𝑛−1

pixel wise 

difference to 

original image

pixel wise difference 

to original image 

pixel wise difference 

to original image

pixel wise difference to original 

image. i.e., it predict the total noise 

that needs to be removed to get 

original image
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Source & Visual Illustration: https://erdem.pl/2023/11/step-by-step-

visual-introduction-to-diffusion-models#reverse-diffusion-diagram

R
e
v
e
rs

e
 D

if
fu

s
io

n
 P

ro
c
e
s
s
e
s

Noise 

removed
Input at t

Predicted 

Noise at tPredicted 

Noise at t

Noise 

removed

Input at t

t = 40
t =  40

t = 30

t = 20

t = 10

t = 5

t = 1
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Source & Visual Illustration: https://erdem.pl/2023/11/step-by-step-

visual-introduction-to-diffusion-models#reverse-diffusion-diagram

R
e
v
e
rs

e
 D

if
fu

s
io

n
 P

ro
c
e
s
s
e
s

Noise 

removed
Input at t

Predicted 

Noise at tPredicted 

Noise at t

Noise 

removed 

(denoised 

output)

Input at t

t =  40

t = 30

t = 20

t = 10

t = 5

t = 1

t = 1
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2 3 2 1

2 0 1 0

7 1 3 4

1 1 1 1

5 3 4 2

1 6 7 2

0 4 7 2

1 3 3 5

7 4 2 1

3 3 6 1

3 6 9 4

2 2 2 3

6 5 3 1

2 5 8 2

1 5 8 3

0 1 1 4

Reserve Diffusion

33

𝑇0 𝑇1 𝑇2 𝑇𝑛

Neural NetNeural Net Neural Net

A U-Net architecture is used as the backbone in diffusion models

Shared 

Network
A U-Net architecture is 

used as the backbone in 

diffusion models. A 

single shared U-Net is 

trained on successes 

pair of  images (𝑇𝑖 , 𝑇𝑖−1) 

at different diffusion 

steps
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Sample Generation Processes

34

Generated Samples
3:33 PM
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Loss function in diffusion model

36

Original 

Image

𝑥0 𝑥1 𝑥2 𝑥𝑇

𝑞(𝑥1|𝑥0) ∈ 𝒩(0, 𝛽) 𝑞(𝑥2|𝑥1) 𝑞(𝑥𝑇|𝑥𝑡−1)

𝑥1 =  𝑥0 + 𝛽 ⋅ 𝜖 

𝜖~ 𝒩(0,1) 𝑥𝑇 ∈ 𝒩(0,1)

𝛽 

parameter 

controlling 

noise

𝑥2 =  𝑥1 + 𝛽 ⋅ 𝜖 𝑥𝑇 =  𝑥𝑡−1 + 𝛽 ⋅ 𝜖 
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Loss function in diffusion model

37

Original 

Image

𝑥0 𝑥𝑡

𝑡 → 𝑇

𝑥𝑡 =  𝑥0 + 𝑡𝛽 ⋅ 𝜖 

𝑞(𝑥𝑡|𝑥0) ∈ 𝒩(0, 𝑡𝛽)

Objective
of forward diffusion

𝑞(𝑥𝑡|𝑥0)
𝑡→∞ 

𝒩(0,1)
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Loss function in diffusion model

38

𝑥𝑡−1 𝑥𝑡

𝑡 → 𝑇

𝑞 𝑥𝑡 𝑥𝑡 = 1 − 𝛽  𝑥𝑡−1 +  𝛽 ⋅ 𝜖

= 𝛼𝑡 𝑥𝑡−1 + 1 − 𝛼𝑡 ⋅ 𝜖   for    𝛼𝑡 = 1 − 𝛽   
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Loss function in diffusion model

39

Original 

Image

𝑥0 𝑥𝑡

𝑡 → 𝑇

Objective
of forward diffusion

𝑞(𝑥𝑡|𝑥0)
𝑡→∞ 

𝒩(0,1)

𝑞 𝑥𝑡 𝑥0 = 1 − 𝛽  𝑥0 + 𝛽 ⋅ 𝜖

= 𝛼𝑡 𝑥0 + 1 − 𝛼𝑡 ⋅ 𝜖   for    𝛼𝑡 = 1 − 𝛽𝑖
t = ς𝑖=1

𝑡 1 − 𝛽𝑖
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Loss function in diffusion model

40

𝑥𝑡−1 𝑥𝑡

𝑡 → 𝑇

𝑞 𝑥𝑡 𝑥𝑡−1

𝑝𝜃 𝑥𝑡−1 𝑥𝑡

Objective
of reverse diffusion – learn 𝜃 to predict noise of previous step and 

Minimise
−log 𝑝𝜃 𝑥0

3:33 PM
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𝑞 𝑥𝑡 … 𝑥1 𝑥0  = 𝑞 𝑥1 𝑥0 𝑞 𝑥2 𝑥1  … 𝑞 𝑥𝑇 𝑥t−1  =  ෑ

𝑡

𝑇

𝑞 𝑥𝑡 𝑥t−1

Loss function in diffusion model

41

𝑥𝑡−1 𝑥𝑡

𝑡 → 𝑇

𝑞 𝑥𝑡 𝑥𝑡−1

𝑝𝜃 𝑥𝑡−1 𝑥𝑡
Objective of reverse diffusion is to learn 𝜃 to 

predict noise of previous step

Complete Forward diffusion Processes  

3:33 PM
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𝑞 𝑥1:T 𝑥0 =  ෑ

𝑡

𝑇

𝑞 𝑥𝑡 𝑥𝑡−1

Loss function in diffusion model

42

Complete forward diffusion processes  

𝑝𝜃 𝑥0:T = 𝑝𝜃 𝑥T ෑ

𝑡

𝑇

𝑞 𝑥𝑡−1 𝑥𝑡

Complete reverse diffusion processes  

Objective of reverse diffusion – learn 𝜃 to predict noise of previous step to minimise

 −log 𝑝𝜃 𝑥0  = −𝑙𝑜𝑔 ׬ 𝑝𝜃 𝑥0:T 𝑑𝑥1:T

 −log 𝑝𝜃 𝑥0  = −𝑙𝑜𝑔 ׬ 𝑞 𝑥1:T 𝑥0
𝑝𝜃 𝑥0:T

𝑞 𝑥1:T 𝑥0
𝑑𝑥1:T

 −log 𝑝𝜃 𝑥0  ≤ − 𝔼𝑞 𝑥1:T 𝑥0
log

𝑝𝜃 𝑥0:T

𝑞 𝑥1:T 𝑥0
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Loss function in diffusion model

43

𝐿 ≤ − 𝔼𝑞 𝑥1:T 𝑥0
log

𝑝𝜃 𝑥0:T

𝑞 𝑥1:T 𝑥0
 

𝐿 = − 𝔼𝑞 𝑥1:T 𝑥0
෍

𝑡> 1

𝐷KL(𝑞 𝑥𝑡−1  𝑥𝑡 , 𝑥0 ||𝑝𝜃 𝑥0:T )

𝐿 = − 𝔼𝑞 𝑥1:T 𝑥0
෍

𝑡> 1

1

2𝜎𝑡
2 

𝜇𝑡 − 𝜇𝜃 𝑥𝑡 , 𝑡 2 

𝑳 = − 𝔼𝒒 𝒙𝟏:𝑻 𝒙𝟎
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